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Executive summary  

THE PROBLEM 

Teams of actuaries in insurance companies spend significant time preparing reports and presentations to 

communicate complex analysis to stakeholders, which is crucial for informed decision-making within the 

companies in which they work.  

This process often involves interpreting and summarising results into clear narratives, a task complicated by the 

need to consolidate data and calculations from various sources, and the inherent complexity of insurance 

products. Manual interpretation can be time-consuming and prone to error, particularly when analysing volatile 

own funds or technical provisions, which require sophisticated assumptions and methods.  

Given these challenges, there is growing interest in leveraging generative artificial intelligence (generative AI) to 

empower and streamline these tasks. We know generative AI can be particularly helpful to insurance companies 

in improving efficiency and data utilisation. Generative AI can automate and streamline many manual, time-

consuming tasks, freeing up staff for higher-value work. It can also help unlock insights and patterns in data that 

were previously difficult to analyse.  

In this research paper we have summarised the research we carried out to see if it is possible for generative AI to 

help with the process of preparing a narrative summary of the analysis of best estimate liability (BEL) for an 

insurance company. The aim is not to fully automate the process but to prepare a first draft, thus empowering 

and enabling focus on other valuable work. 

THE SOLUTION 

We developed a model in Python making use of the Milliman Azure platform, which provides access to the 

comprehensive suite of generative AI models available to Milliman. ChatGPT’s “o1” model was used to generate 

the narratives throughout the process. The solution was tested as a process improvement of an existing process 

carried out for a real Milliman client (‘the Company’), with the results being anonymised in this white paper. 

The workflow developed consists of two main stages: 

1. A tailored narrative is generated for each individual step in the analysis of change (AoC) process, which, 

for the Company, comprised ten distinct steps. 

2. The output narratives from the first stage are then taken, and a specialised summary prompt is applied to 

produce a comprehensive final summary narrative covering the entire AoC in the specified format.  

At the outset, the model accesses the necessary data for each step in the AoC from a tailored dataset specifically 

created for this purpose – the knowledge of which variables are likely to be required at each step relies on 

actuarial expertise and is an essential component in configuring the model to achieve optimal results. 

The model is not programmed to comment on every data point provided. Rather, it only addresses those data 

elements which are material and relevant to the analysis, ensuring the narrative remains focused and informative 

without unnecessary detail. 

The user specifies the desired format of the final summary narrative within the summary prompt by providing a 

clear example of the required output.  

TESTING 

We carried out an initial test case on the AoC in BEL data as at year-end 2023. This data was used to refine the 

model and ensure it could produce accurate output of high quality.  

After refining the model and achieving accurate results for year-end 2023, we expanded the testing to data from 

the same company for year-end 2022 and year-end 2024. The tests at year-end 2022 and year-end 2024 were 

used to determine improvements in speed and efficiency by using the generative AI model, while at the same 

time testing that accurate output could be produced for different sets of data with little manual intervention, 

following the initial setup of the model for the year-end 2023 data. 
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We developed the generative AI model to output separate detailed narrative paragraphs for each of the steps in 

the AoC, followed by a summary narrative output. The separate paragraphs for each of the steps were 

considered for reasonableness, and the output figures were compared to the actual AoC figures to assess 

accuracy. The summary narrative output was compared to the narrative produced by an actuary for the Actuarial 

Function Report to assess accuracy and reasonableness, and to determine if the generative AI model could 

produce output suitable for the report. 

KEY FINDINGS 

The project demonstrated that a generative AI model can effectively empower and enable actuaries by assisting 

in producing a first draft of summary narratives to explain the analysis of movements in BEL.  

While initial development required significant time and effort, once established, the model enabled quick and 

efficient generation of reports for different periods, proving it could increase the speed and efficiency with which 

regular reports/narratives of results can be produced. 

Initial development was carried out by an AI expert within our team at Milliman. The project was then handed 

over to an actuary who was able to refine and implement the model without advanced AI coding knowledge.  

Data collection and preparation was a significant part of this project. It has been recognised widely in the 

insurance industry that good data storage and data structuring is needed for efficient AI development. For 

companies that have good data systems in place, use of application programming interfaces (APIs) could be an 

efficient solution for extracting the data required by the generative AI model. Otherwise, significant time and effort 

is spent on data preparation. 

The prescriptive design of the model ensured accuracy and minimised errors, producing high-quality, well-written 

and easy-to-understand output that closely matched the narrative created by a human analyst for actuarial reports.  

Even though the output was of high quality, it was necessary for the results to be reviewed in detail by an actuary to 

ensure the model had not missed something. A high level of oversight would continue to be needed each time the 

model is used. So, while the model is very useful for creating a first draft, it still needs an actuary with sufficient 

knowledge of the business to review and finalise the output. Despite the need for oversight and the reasonable initial 

setup time, we still expect the model to reduce the overall time needed to update the AoC narrative. 

The prescriptive nature of the model did mean a trade-off in terms of flexibility. As this model will be used for a 

task that will be repeated each year and should follow broadly the same format each year, this prescriptive model 

should work well and the need for accuracy outweighs the need for flexibility. 

A relatively simple test case was used for this project, but the approach shows potential for broader, more 

complex applications. A more advanced use case is detailed in the final section of this paper. 

The challenge: Navigating complexity in actuarial analysis  
Teams of actuaries spend a lot of time preparing reports and presentations to communicate complex results and 

analyses to different insurance company stakeholders. The communication of these results is very important and 

can feed into the decision-making processes of the company. There are many different types of results 

communicated, including explaining movements in technical provisions, movements in own funds, solvency 

capital requirement movements and movements in IFRS results. 

Often the actuaries will complete the calculations, but the results need to be interpreted and summarised into a 

comprehensive narrative that can be easily understood by the different stakeholders. It can take a lot of manual 

manipulation and interpretation to gather results, supporting data, assumptions and calculations from different 

sources to produce a comprehensive narrative that explains the results. This manual manipulation and 

interpretation can be time-consuming and prone to human error (eg, typing errors or errors in understanding).   
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The analysis of own funds and technical provisions can be particularly challenging due to the complexity of 

technical provisions and the volatility of own funds.  

 Calculating technical provisions requires sophisticated models for modelling all cashflows associated with 

the insurance products and requires numerous assumptions (eg, mortality rates, lapse rates, expenses, 

discount rates).  

 Own funds can be volatile due to the fluctuation of market movements, including movements in asset values 

and interest rates. Insurers may also have complex capital structures with multiple tiers of capital, each with 

different eligibility criteria and loss-absorbing features.  

Breaking down changes in own funds and technical provisions into understandable components (eg, new 

business, experience variance, assumption changes) is analytically complex. This makes rationalising the 

movement in own funds and technical provisions difficult and time consuming.  

This prompted us to consider whether there was an alternative solution that could streamline and improve the 

task of analysis and communication. 

Generative AI has been emerging as a solution to help with many tasks in different fields over the past few years. 

Insurers are becoming increasingly interested in deploying generative AI to enhance value across their 

organisations. Generative AI offers significant benefits for insurers, boosting efficiency and optimising how data is 

used. By automating and simplifying many repetitive, time-consuming processes, generative AI enables actuaries 

to focus on more valuable work. Additionally, it can reveal insights and patterns within data that were once 

challenging to identify.  

With this in mind, we decided to research whether generative AI could help with the process of preparing a 

narrative summary of the AoC for the BEL of an insurance company.  

The aim of the project was not to fully automate the process of producing the AoC narrative but to use the 

generative AI model to produce a first draft. This would then enable and empower the actuaries to focus more 

time on more strategic, valuable work and may also help enhance business decisions by uncovering insights that 

may be difficult to identify and analyse. 

Introducing the innovative approach: Methodology overview  

OVERVIEW 

The model used for the research project was developed entirely in Python and makes use of the Milliman Azure 

platform, which provides access to the comprehensive suite of generative AI models available to Milliman. For 

this research project, we utilised ChatGPT’s “o1” large language model (LLM) model to generate the narratives 

throughout the process. An LLM is a type of generative AI model that is specifically designed to generate human-

like text based on a provided prompt, making it well-suited for tasks such as drafting narratives, answering 

questions and summarising information. 

The model functions through two primary stages:  

1. In the first stage, it generates a tailored narrative for each individual step in the AoC process, which, for 

the Company, comprised ten distinct steps.  

2. The second stage utilises the output narratives from the first stage and applies a specialised summary 

prompt to produce a comprehensive final summary narrative covering the entire AoC in the format 

specified by the user. 
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DATASET 

At the outset, the model accesses the necessary data for each step in the AoC from a tailored dataset 

specifically created for this purpose (further details on dataset creation are provided in the section below). This 

dataset can include figures such as the BEL, changes in BEL, top driving products and other relevant metrics. 

At present, the model does not automatically select the necessary data points for each step from the overall 

dataset; instead, these must be explicitly identified and specified by the user within the code. The knowledge 

of which variables are likely to be required at each step relies on actuarial expertise and is an essential 

component in configuring the model to achieve optimal results. For instance, during the roll forward step, we 

supply the model with the relevant variables that detail the differences between actual and expected outcomes 

for deaths, full surrenders and partial surrenders. This enables the model to construct a narrative that 

incorporates these specific data points. 

It is important to emphasise that the model is not programmed to comment on every data point provided. Rather, 

it only addresses those data elements that are material and relevant to the analysis, ensuring that the narrative 

remains focused and informative without unnecessary detail. 

PROMPTS 

Each step requires a customised prompt to be entered into the model, ensuring that the narratives generated 

were both high-quality and tailored to each stage of the process. This approach was designed to provide 

comprehensive explanations of the complex movements and changes occurring at each step, thereby enhancing 

clarity and depth for the Company.  

The data identified and extracted earlier is then incorporated into each prompt before being submitted to the LLM. 

The outputs, along with the complete prompts, are saved within the project folder for reference. 

Finally, these step-by-step narratives are compiled into a final summary prompt created by the user, which is 

processed by a second LLM. The summary prompt follows a structure similar to that of the individual step 

prompts. At this stage, no new data is introduced; only the previously generated narratives are included. The user 

specifies the desired format of the final summary narrative within the summary prompt by providing a clear 

example of the required output. The output is currently stored in text files, but a more advanced solution could be 

implemented for a model in production. 

An outline of how the model is structured is shown in Figure 1 

FIGURE 1: OUTLINE OF THE MODEL STRUCTURE 

 

A unique aspect of the approach used in this research project is the integration of a tailored dataset, actuarial 

expertise and generative AI technology. The project involved meticulous data preparation, combining granular 

outputs from actuarial modelling software with expert-driven prompts and constraints, ensuring the AI-generated 

narratives closely reflect professional standards. This collaboration between domain specialists and advanced AI 

models enables the solution to produce high-quality, accurate and easy-to-understand reports, minimising 

manual intervention while maintaining necessary oversight. 
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Tailoring the data and providing actuarial expertise 

OVERVIEW OF DATA 

The insurance company selected for this project is a unit-linked life assurance provider offering a range of 

distinct product categories. The business generates revenue through fund charges on assets under 

management (AUM) and mortality charges. Its expense base includes external charges, operational expenses 

and death benefit payouts. 

As outlined above, the objective of this test case was to automate the generation of insights, using generative AI, 

that clearly explain changes in the company’s BEL over a given period. The analysis of change breaks down the 

BEL update into ten predefined steps, each designed to isolate major changes in the calculation and help us 

understand the impact of each change on the BEL. The Company’s BEL is negative, indicating a projected profit 

from future business. Therefore, the narrative discusses the present value of future profit (PVFP) rather than the 

BEL in some instances. A key part of this analysis involves updating material assumptions in the model. The 

steps included in the analysis of change are outlined below: 

STEP DESCRIPTION 

1 Opening position as at the start of the year 

2 Unwinding of the discount rate on existing business 

3 Roll forward of the calculation to year-end, using previous assumptions and data 

4 Update to reflect actual experience versus expected for the preceding year 

5 Update for changes in asset prices 

6 Update of the non-economic expense assumptions 

7 Update of fund charge assumptions 

8 Update of full and partial surrender rate assumptions 

9 Update of economic assumptions, including the yield curve, expense inflation and tax rates 

10 Including the impact of new business across the year and showing the closing position as at the end of the year 

The company uses actuarial software to project future cashflows and calculate the BEL. For the analysis of 

change, distinct actuarial runs are carried out for each step. At each stage, specific assumptions or input data are 

adjusted to isolate and assess their impact on the BEL. The results are aggregated by the calculation component 

(fund charges, death benefits paid, etc.), as well as the product category.  

DATA PROCESSING 

The first step in our process was to create a consolidated 

dataset, which contained all the required data points, detailing 

the change in BEL over the period and any additional insights 

that might help the model formulate its response more 

appropriately. To achieve this, we used Python to extract the 

results from the actuarial runs into a single dataset. The 

additional information regarding how the assumptions changed 

at each relevant step were appended to this dataset. 

After the data collection process was completed, the dataset 

required cleaning and transformation to ensure it was suitable 

for use. The primary approach involved structuring the data in a 

row-based format with the following columns: step, key, 

variable, variable_description and value.  

 The step column indicates the stage in the analysis of 

change to which the data relates.  

 The key column provides the most granular identification, 

with a unique entry for each data point.  
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 The variable column serves as a higher-level grouping for similar keys. For example, the variable 

‘pv_gross_profit’ would correspond to keys such as ‘step_1_pv_gross_profit’ and ‘step_2_pv_gross_profit.’  

 Including a variable_description column, which is unique to every variable, offers additional context for 

each data point, thereby enhancing the model’s interpretability and performance. 

 The value column gives the string value for each point in the dataset.  

A fundamental principle of the project was to eliminate the need for the LLM to perform any calculations within 

the pipeline. This approach was adopted to ensure the highest degree of certainty regarding the figures quoted 

by the LLM in the results. Consequently, any data points used and referenced in the output text were calculated 

in advance.  

The finalised dataset was stored in parquet files to optimise storage efficiency and usability. When the data is 

used in the model, it is converted into JSON format to enhance the LLM’s ability to interpret the input. This format 

is a widely recognised method for structuring inputs for LLMs. 

An excerpt of the final dataset structure is shown below: 

STEP KEY VARIABLE VARIABLE_DESCRIPTION VALUE 

1 step_1_pv_gross_profit pv_gross_profit This value represents the present value 

of the future profits (PVFP) for all product 

lines. The best estimate of liabilities 

(BEL) is equal to -PVFP 

262,016,636  

PROMPTS FOR THE DATA 

Finally, we needed to create prompts to use in the modelling process. A specific prompt was used for each step 

in the AoC to ensure the most accurate results from the LLM. The prompts were very similar between steps, but 

did include some differences which, in some instances, had a material impact on the results. We anticipate that 

any further actuarial judgments pertaining to the period in question will, where possible, be incorporated into the 

modelling process via specific prompts. This approach avoids the need to repeatedly update the underlying 

dataset with potentially one-off changes. An example of the prompt used in step 4 is shown below. 

### Task: 

This represents step 4 in the process of generating a narrative surrounding the movement in 

the present value of future profit (PVFP) of Company X. 

This step represents the impact of updating the calculation to reflect actual experience 

over the current year. 

Generate a new narrative sentence suitable for the new data provided and in the same style 

and format as the examples provided. 

### Specific constraints: 

 1. Rank the impact of death, partial and full surrenders from largest to smallest in your 

sentence. Don't mention that it is ranked in the response. 

 2. The figures provided for death, partial and full surrenders relative to expected are 

all expressed in terms of assets under management (AUM). Please make this clear in your 

response without repeating the same line for every metric. 

### General constraints: 

Include the following rules into your answer, unless a "### Specific constraints" conflicts 

with any of the below constraints. 

{Specified in “Key Findings and Results” section below} 

### Examples: 

Example 1: Updating the calculation to reflect actual behavior during the period results in 

a €50m increase in the PVFP.  
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Furthermore, in terms of AUM, death claims paid were €109 million lower than anticipated, 

partial surrenders were €85 million higher than expected, and full lapses were in line with 

projections. 

Example 2: Updating the calculation to their actual closing values results in a €50m 

increase in the PVFP. 

### Data: 

2023 - Represents the current year of the analysis.  

{ 

    "step_4_pv_gross_profit_diff": { 

        "step": 4.0, 

        "variable_description": "This value represents the difference in the present value 

of the future profits for all product lines calculated at the current and previous 

valuation steps.", 

        "value": "24001596" 

    }, 

    "diff_death_claims": { 

        "step": NaN, 

        "variable_description": "Represents the difference between actual and expected 

death claims across the year (actual - expected)", 

        "value": "45256951" 

    }, 

    "diff_full_surrenders": { 

        "step": NaN, 

        "variable_description": "Represents the difference between actual and expected full 

surrenders across the year (actual - expected)", 

        "value": "-26514785" 

    }, 

    "diff_partial_surrenders": { 

        "step": NaN, 

        "variable_description": "Represents the difference between actual and expected 

partial surrenders across the year (actual - expected)", 

        "value": "9156357" 

    } 

} 

THE IMPORTANCE OF DATA 

It is worth noting that data collection was a significant part of this project. This particular generative AI model, like 

most generative AI models, delivers the best results when high-quality, clean datasets are used. The time and 

effort required for data preparation will vary by company, depending on their in-house data structures. For 

companies with good data systems in place, use of APIs could be an efficient solution for extracting the data 

required by the generative AI model. It has been recognised widely in the insurance industry that good data 

storage and data structuring is a requirement for efficient AI development. 
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Key findings and results  

INTRODUCTION 

The initial test case was on data as at year-end 2023. This data was used to refine the model and ensure it could 

produce accurate output. When the model was refined and producing accurate results for year-end 2023, we 

expanded the testing to data as at year-end 2022 and as at year-end 2024. The tests at year-end 2022 and year-

end 2024 were used to determine improvements in speed and efficiency found from using the generative AI 

model, while at the same time testing that accurate output could be produced for different sets of data with little 

manual intervention, following the initial setup of the model for the year-end 2023 data.  

INITIAL TEST CASE 

The generative AI model was developed to output separate detailed paragraphs for each step in the AoC, followed 

by a summary narrative output. The separate paragraphs for each step were considered for reasonableness and the 

figures output were compared to the actual AoC figures to test for accuracy. The summary narrative output was 

compared to the narrative produced by an actuary, who conducted the analysis of the movement without generative 

AI support. This narrative is documented in the Actuarial Function Report (AFR). 

Development required 

Several refinements were made to the model to improve accuracy in the output for the initial test case. A list of 

general constraints were set up for each prompt to improve accuracy and the general format of how the results 

were described (eg, specifying that figures should be quoted in millions). Several iterations were run to determine 

all general constraints required to get the output in a satisfactory format. Below is the final list of general 

constraints used. 

1. Keep the generated sentences very similar to the examples provided. Provide your answer 

in one paragraph. 

2. Don't refer to steps in your answers, refer to the change which occurred in that step. 

3. Only use the data provided for any new sentence constructed. If no data is provided, 

state that no data is available and the narrative cannot be updated. 

4. You do not need to use all the data provided in your narrative, only the data that you 

deem to be relevant. 

5. When quoting changes to assumptions, only quote the change for the top product driving 

the overall impact, if provided. 

6. All figures should be quoted in millions i.e. €5,000,000 should be included as €5.0m 

7. Quote all percentages to the appropriate amount of decimals. 

8. Decreasing figures such as (-€xxxm) should be referred to as "reduction of €xxxm" 

9. Consider the variable description of each figure to ensure it is used correctly in the 

sentence. 

10. In the examples provided, the current year is assumed to be 2023. Any reference 

referring to 2022, is therefore referring to the prior year. Any updated sentences should 

therefore reflect this by deducting 1 from the year provided in the data section 

appropriately. 

11. Assume impacts of less than €5m are immaterial unless otherwise stated in the specific 

constraints. 

12. Always refer to year-end and not December. 

13. If a value does not change, always state that it has remained unchanged rather than 

reporting a change of zero. 

14. Note that the best estimate of liability (BEL) = - present value of future profits 

(PVFP). In the data section, you are provided the PVFP. You can quote a negative BEL in the 

narrative if appropriate. 
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In addition to the general constraints, some specific constraints were added for certain steps in the AoC. For 

example, one specific constraint was to rank the different impacts from largest to smallest in the output sentence. 

As well as the constraints added, refinements were made to the data being fed into the model, for example, how 

the assumption change information actual experience cashflows were fed in. Further information on the data 

used and refinements required are in the data section above.   

A significant amount of development time was spent on refining the model for the initial test case to ensure it 

produced results as accurately as possible and to ensure the narrative read as if written by a human analyst.  

Quality and accuracy of detailed output 

For each of the ten detailed paragraphs generated for the AoC steps, the figures produced by the model were 

tested for accuracy against the actual figures reported. The narrative sentences describing the movements were 

also analysed for accuracy and quality. 

The following output was produced (the output has been anonymised for the purposes of this white paper). 

1: Opening position as at the start of the year: 

At year-end 2022, the present value of future profit (PVFP) was €262.0m. 

2: Unwinding of the discount rate on existing business: 

For business in force at year-end 2022, the unwinding of the discount rate has no material 

impact. 

3: Roll forward of the calculation to year-end, using previous assumptions and data: 

Rolling forward the liabilities to year-end 2023, based on year-end 2022 assumptions, 

resulted in a reduction of €46m in the present value of future profits (PVFP). This change 

is primarily due to a reduction of €56.5m in the present value of fund charges, while the 

ABC product line was the main contributor to the overall movement, accounting for €37.5m of 

the decrease. 

4: Update to reflect actual experience versus expected for the preceding year: 

Updating the calculation to reflect actual experience over 2023 results in a €10m increase 

in the PVFP. Furthermore, in terms of AUM, partial surrenders were €86.2m higher than 

anticipated, death claims were €10.4m higher than expected, and full surrenders were €15.6m 

lower than projections. 

5: Update for changes in asset prices: 

Adjusting the asset prices to their values as of year-end 2023 increases the PVFP by €8.2m, 

with the ABC product line being the main driver of this change. 

6: Update of the non-economic expense assumptions: 

The update to non-economic expense assumptions results in a relatively modest increase of 

€3m in the PVFP. The asset under management expense percentage rose by 0.01%, whereas the 

per policy expense fee decreased by €13. 

7: Update of fund charge assumptions: 

The update to the fund charge assumptions led to a reduction of €0.3m in the overall PVFP. 

The fund charges for the XYZ product decreased by 0.012%. 

8: Update of full and partial lapse rate assumptions: 

Updating the full and partial lapse assumptions leads to a €7.8m rise in the PVFP. The main 

driver of this change was ABC, for which the partial lapse assumption has remained 

unchanged. The change in the full lapse assumption is displayed in the graph below. 

9: Update of economic assumptions, including the yield curve, expense inflation, tax rates: 

The revision of economic assumptions does not materially affect the present value of future 

profits. 
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10: Including the impact of new business across the year and showing the closing 

position as at the end of the year: 

The new business added during the period, with a total unit reserve of €557.4m, led to an 

overall increase in the PVFP of €27.9m, predominantly driven by ABC, resulting in a new 

PVFP of €220.8m at year-end 2023. 

Overall, the output was found to be accurate and of good quality. All the figures quoted were accurate. The 

explanations described in the sentences were also found to be mostly accurate and in most cases the quality of 

the narrative was high and could be easily understood.  

The only steps requiring further investigation and possible manual adjustment by the reviewing actuary were 

steps 4 and 8.  

 Step 4 describes a €10 million increase in PVFP. The following sentence about the differences in partial and 

full surrenders and death claims explains this movement in PVFP, but the relevance is not very clear so this 

may need to be adjusted slightly.  

 Step 8 comments that the main driver of the change was the ABC product, for which the partial lapse 

assumption remained unchanged. It is the change in full lapse rate assumptions that causes the change in 

the ABC product, but this is not very clear in the narrative given so this narrative might need to be adjusted. 

Quality and accuracy of summary output 

To test the summary narrative output, it was compared to the narrative output reported in the AFR. In the 

summary narrative, as in the AFR, some of the AoC steps were combined. The Company’s BEL is negative, 

indicating a projected profit from future business. Therefore, the narrative discusses the PVFP rather than the 

BEL in some instances. The following were the results, split by each item. 

GENERATIVE AI MODEL ACTUARIAL FUNCTION REPORT 

Item A represents the opening PVFP,  

amounting to €262m as of 31 December 2022. 

Item A is the BEL as at 31 December 2022. 

Comment: Item A narrative produced by the generative AI model is accurate and gives some additional 

information by actually quoting the figures. It should be noted that a table with figures of the AoC is shown in the 

AFR so there is no real need to quote the figures. 

GENERATIVE AI MODEL ACTUARIAL FUNCTION REPORT 

Item B is the roll forward of the previous year-

end PVFP asset combined with the unwinding of 

the discount rate. There is no material impact 

from discounting, but rolling forward the 

liabilities reduces the gross PVFP by €46m, of 

which €37.5m relates to the ABC product.   

Item B is the roll forward of the previous year-end PVFP 

asset combined with the unwinding of the discount rate. It 

represents the expectation as at 31 December 2022 for the 

amount of net income projected to emerge in 2023 on a 

Solvency II basis. 

Comment: Item B narrative produced by the generative AI model is accurate and gives some additional 

information by splitting out the impact of the unwind of the discount rate and the roll forward steps, as well as 

quoting the figures. The AFR gives the reader a bit more context as to what this item actually means, which the 

generative AI model does not do. 
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GENERATIVE AI MODEL ACTUARIAL FUNCTION REPORT 

Item C shows the impact of actual claims 

experience and actual investment returns being 

different from that expected at 31 December 

2022. If these had emerged exactly as assumed, 

this item would be zero. Changing the in force 

business only gives an impact of +€10m, 

primarily due to partial surrenders being €86.2m 

higher, death claims being €10.4m higher, and 

full surrenders being €15.6m lower than 

anticipated. Adjusting the asset prices to their 

year-end values increases Item 3 by €8.2m, 

bringing the total to €18.3m.   

Item C shows the impact of actual claims experience and 

actual investment returns being different to that expected at 

31 December 2022. If actual experience had emerged 

exactly as expected at 31 December 2022, this item would 

be 0. Full surrenders in the year were lower than expected; 

however partial surrenders and mortality were higher than 

expected. Fund growth was also higher than expected. 

Comment: Item C narrative produced by the generative AI model is accurate and gives some additional 

information by quoting the figures and giving information on the primary drivers. In contrast to Item B, the 

generative AI model has tried to give the reader a bit more context by noting that if actual experience had 

emerged exactly as expected this item would be 0. The explanation of the impact of claims experience would be 

clearer if it said the impacts shown are the impacts on AUM, which in turn have an overall impact of €10m on 

PVFP. The last sentence would be clearer if it stated, ‘bringing the total impact to €18.3m.’ 

GENERATIVE AI MODEL ACTUARIAL FUNCTION REPORT 

Item D shows the impact of changes in 

assumptions. Ranked from largest to smallest (by 

absolute change), this can be broken down as 

follows:   

  – An increase of €7.8m following updates to 

the full and partial lapse rate assumptions, 

with ABC being the main contributor despite its 

partial lapse assumption remaining unchanged.   

  – An increase of €3m arising from updated non-

economic expense assumptions, reflecting a 0.01% 

rise in the asset under management expense 

percentage and a €13 decrease in the per policy 

expense fee.   

  – A reduction of €0.3m due to lower fund 

charges for the XYZ product, which decreased by 

0.012%.   

  – No material impact due to revisions of 

economic assumptions, including the yield curve 

and tax rates.   

Item D shows the impact of changes in assumptions.  These 

are discussed in more detail below. This can be broken 

down as follows: 

 + €8m due to changing surrender assumptions (lower 

assumed future surrender rates as shown below) 

 + €3m due to changing expense assumptions (see 

change in expense assumptions below) 

 

Comment: Item D narrative produced by the generative AI model is mostly accurate and gives some additional 

information by going into more detail on the changes in assumptions that have occurred. However, in some 

places, the generative AI model is not correct: 

 The generative AI model has again commented on the partial lapse assumption remaining unchanged for the 

ABC product, but this is not really relevant. The real contributor to the lapse assumption impact is the change 

to full lapse assumptions. 
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GENERATIVE AI MODEL ACTUARIAL FUNCTION REPORT 

Item E reflects the PVFP asset from new business 

sold across the year. During the period, new 

business of €557.4m was accepted, generating an 

additional PVFP of €27.9m (predominantly driven 

by ABC), producing a closing PVFP of €220.8m at 

year-end 2023. 

Item E reflects the PVFP asset arising on new business sold 

and top-ups during the year. 

Comment: Item E narrative produced by the generative AI model is accurate and gives some additional 

information by actually quoting the figures. 

SUBSEQUENT TEST CASES 

When the model was producing satisfactory results for year-end 2023, we expanded the testing to data as at 

year-end 2022 and as at year-end 2024. The AoC process is similar each year for the company tested, with the 

same AoC steps, so we expected that it should be a quick and easy process to update for different years of data. 

Quality and accuracy of output 

Overall, the output for year-end 2022 and year-end 2024 was found to be accurate and of high quality, similar to 

the year-end 2023 output. The summary output for both years can be found in Appendix A. 

For year-end 2022, the following issues were noted: 

 Similar to year-end 2023, there were some issues with explaining the impact of actual experience in Item C 

as the impacts in terms of AUM were quoted instead of the impacts in terms of PVFP.  

 The generative AI model incorrectly quoted the impact of updating fund charge assumptions in Item D as 

€172.6m instead of €172.6k. 

 The generative AI model did not comment on the impact of the change in expense assumptions in Item D as 

it considered the impact too small. However, this impact was commented on in the AFR as it was deemed to 

be useful information.  

For year-end 2024, the following issues were noted: 

 Similar to year-end 2023, there were some issues with explaining the impact of actual experience in Item C 

as the impacts in terms of AUM were quoted instead of the impacts in terms of PVFP. 

 For Item D, the generative AI model gave less information explaining why there are assumption change 

impacts. For example, it did not comment on the change in expense assumptions even though the model 

had this information. The generative AI model also failed to comment on the impact of a new cost affecting 

the fund charge assumptions because the model did not have this new information.  

 The AFR also included a new Item F for a new levy. As this was not in the model previously, the generative 

AI model was not set up to consider this. 

Speed and efficiency of model 

As mentioned previously, good data storage and data structuring is needed for efficient AI development. The 

biggest drain on time with using the generative AI model for the subsequent test cases was on sourcing the data 

required and putting the data in the correct format for the generative AI model. This process could be made more 

efficient with proper data storage of all the data needed by the generative AI model. Once the data was ready, 

the model was quick to set up and run.  

As described above, the output was analysed for accuracy and quality, similar to the year-end 2023 data, and 

only minor issues were identified. 
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Overall, the process was much quicker and more efficient than when an actuary had to manually go through the 

output and create the narrative explaining the movements in AoC. The generative AI model could quickly create 

this narrative from the figures it was fed within less than five minutes.  

Time was needed in analysing the accuracy of the output and ensuring it was reasonable. This would always be 

necessary when using the generative AI model, but it should be relatively quick for someone who is close to the 

company and is aware of changes that have occurred and the expected impact of different changes.  

One potential issue is if there is a change in the AoC process. For example, if a step was added or removed, 

some development of the model would be required and efficiency would be diminished. In addition, if there is a 

new methodology, new cost, etc., that the model would not know about, the person reviewing the data would 

need to ensure it was correctly added to the narrative. 

MULTIPLE ITERATIONS 

As the output generated from a generative AI model can be different each time the model is run, we performed a 

test by running the model ten times on the same data and checking if the output was still accurate and of high 

quality each time. The year-end 2023 data was run ten times for this purpose and the summary output was 

compared and analysed. The output was analysed manually by a human analyst and by ChatGPT to compare 

the subsequent iterations to the initial benchmark and determine if the results were accurate.  

Overall, there was a high degree of accuracy with each of the iterations and the output was generally similar but 

there was some variation, with some iterations producing a more detailed and informative narrative than others. 

The following table highlights the main differences noted for each of the five items in the summary output. 

AOC ITEM MAIN DIFFERENCES IN ITERATIONS 

Item A – Opening position  No real difference between the different iterations. 

Item B – Unwind of discount rate  

and roll-forward 

 Sometimes fund charges are mentioned as the primary cause of decrease in PVFP, 

and sometimes not.  

Item C – Impact of actual versus expected 

experience and update to asset prices 

 A breakdown between the impact of actual experience and the impact of updated 

asset prices is not always given. 

 Sometimes the figures relating to the impact on AUM of the claims being different to 

expected are not given.  

Item D – Impact of changes  

in assumptions 

 Sometimes less information is given to explain the changes in assumptions causing an 

impact; for example, not commenting on the change in expense assumptions. 

 Sometimes changes are quoted as a reduction or increase and sometimes by a ‘+’ or 

‘-.’ This is just a style-related point. 

Item E – Impact of new business 

 and closing position 

 Sometimes the new business impact on AUM is quoted as well as the impact on 

PVFP.  

 

Challenges encountered  
INITIAL DEVELOPMENT CHALLENGES 

In the initial development of the model we found it a challenge to balance the need for accurate results with the 

need for flexibility. We would have liked the generative AI model to be more flexible and require fewer prescribed 

rules. But the less prescriptive it is, the more risk there is for the model to hallucinate and give inaccurate results. 

In the end, the model developed was quite prescriptive. It contains ten separate prompts for each of the ten steps 

of the AoC. Each prompt contains the purpose of the task, general and specific constraints, examples of output 

sentences, and descriptions of the data related to the relevant step.  

Given the regulatory nature of these reports, accuracy takes precedence over flexibility. Additionally, since the 

task will be repeated annually and should generally follow the same format each year, a prescriptive model is 

well-suited for this purpose. 
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We also researched the possibility of using a chatbot-based approach using a text-to-SQL model to give the 

model more flexibility. This is a technique that translates natural language queries into SQL statements. With this 

method the model is asked several questions and can create the narrative for the AoC based on the answers to 

the questions. This method worked quite well, but it was not as accurate as the prescriptive prompts, and while it 

has more flexibility it would require more oversight. It was therefore decided that using the more prescriptive 

prompt approach worked better for this project. 

DATA COLLECTION CHALLENGES 

As mentioned, the data collection process is a challenging aspect of the project and requires significant attention 

when developing the model. The data is typically scattered across numerous sources. Incorporating all this 

information is crucial, as each piece provides the model with additional context about the changes that occurred 

over the period. Thorough and systematic data integration ensures the model has the comprehensive 

background it needs to accurately reflect the company’s situation and support actuarial reasoning. As has been 

mentioned previously, good data storage is really a requirement for efficient AI development. 

Benefits and implications for insurers  
Through this research we can see that using the generative AI model to produce summary narratives of actuarial 

results can offer several practical advantages: 

 Efficiency and speed: The generative AI model can rapidly process all input data (including the final results, 

breakdown of backing calculations and assumptions), generating a concise narrative summary in a fraction 

of the time it would take an actuary. Once initially set up, the model can be run in less than five minutes. It 

would take an actuary a number of hours to analyse, rationalise and create a first draft of the AoC. The 

model reduces the manual effort required allowing the actuaries to focus on higher-value tasks like 

interpretation and decision-making. 

 Consistency and standardisation: The generative AI model can generate narratives using consistent 

language and structure, which minimises the variability and potential bias in reporting. The automated 

process also helps avoid mistakes that can arise from manual data interpretation or fatigue. 

 Customisation and adaptability: The generative AI model can be fine-tuned to meet specific reporting 

requirements, narrative styles and regulatory formats. Summaries can be customised for different 

stakeholders (eg, technical for actuaries and less detailed for executives).  

 Enhanced insight generation: The generative AI model can highlight trends, anomalies and drivers of 

change that may not be immediately obvious. It can synthesise information from multiple sources (eg, policy 

data, claims data and assumptions data) for a holistic summary. 

 Scalability: The generative AI model can be easily scaled to produce narratives for multiple lines of 

business, product types or reporting periods without a proportional increase in resource requirements. 

Through our research we have been able to demonstrate that generative AI can be implemented relatively easily 

by actuaries to aid in the summarisation of results found in actuarial reports. Once in place it can be used time 

and again for different reporting periods with little manual intervention, so actuaries can easily benefit from the 

above advantages.  

More broadly, generative AI can be applied to a wide range of actuarial tasks, enhancing efficiency, accuracy and 

insight generation. Other key aspects of actuarial work where generative AI could be beneficial include: 

 Data analysis and summarisation: It can quickly summarise large datasets, highlight key trends and 

extract insights from complex data, supporting experience studies, reserve analyses and claims reviews.  

 Data quality and reconciliation: Generative AI can help identify data anomalies, summarise reconciliation 

results and suggest possible causes or solutions. 

 Scenario analysis and stress testing: By interpreting results from scenario modelling or stress tests, 

generative AI can produce narrative explanations of potential impacts and key risk drivers. 

 Model documentation: It can help document actuarial models, methodologies and assumptions by auto-

generating technical descriptions and change logs based on model updates. 
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 Automation of routine correspondence: For functions like claims handling or policyholder communications, 

generative AI can draft standard letters or responses based on templates and specific case details. 

 Knowledge management: It can help create and maintain knowledge bases, FAQs and internal training 

materials on actuarial concepts, tools and procedures. 

 Research and literature reviews: It can summarise industry papers, regulatory updates or emerging risks, 

helping actuaries stay informed about developments relevant to their work. 

Generative AI not only enhances traditional actuarial analysis by reducing manual effort and risk of human error 

but also opens the door to more sophisticated tools that can support actuaries across a wide range of tasks. AI 

and machine learning can be harnessed for data analysis, scenario modelling, documentation, and even routine 

correspondence, allowing actuaries to focus on higher-value activities such as insight generation and strategic 

decision-making. As demonstrated in the project, generative AI’s adaptability, scalability and ability to synthesise 

complex information position it as a powerful ally in modern actuarial practice. 

Further developments  
In this section we discuss some further developments that would help improve the functionality of the model. 

DATA PREPARATION 

The most challenging aspect of setting up the model is the data collection and preparation process. Proper data 

storage is really a requirement for efficient AI development. It will pay to invest upfront in developing a robust 

framework for storing data and variable calculation, which will ensure accuracy and reduce ongoing maintenance. 

The real improvement we are aiming for is greater transferability. By modularising scripts, enhancing 

documentation and adopting standardised workflows, we can create a more transparent and flexible data pipeline 

that is easily adaptable to new variables or different clients, making future model setups more efficient and 

scalable. 

PROVIDING THE MODEL A HOLISTIC OVERVIEW 

Currently, the model processes segments of information individually, without access to a comprehensive view of 

the entire process or all the variables that may influence its results. This limited perspective can hinder the 

model’s ability to fully understand the context and relationships between different factors, potentially overlooking 

key drivers of change. 

Providing the model with a holistic overview of all relevant variables, their interconnections and their respective 

impacts would greatly enhance its analytical capabilities. With this expanded perspective, the model would be 

better equipped to identify and prioritise the most material variables, leading to more accurate and insightful 

outcomes. This improvement would also allow the model to recognise dependencies and patterns that might 

otherwise go unnoticed, strengthening the overall analysis. 

DOCUMENTATION 

The overarching goal of the model is to ‘think like an actuary,’ and achieving this requires providing the model 

with more guidance through appropriate documentation. Well-structured documentation will help the model 

interpret the results it receives at each stage, ensuring it can better understand the context, emulate actuarial 

reasoning in its responses, and deliver more accurate and insightful outcomes. 

VALIDATION 

Finally, the model will benefit from having a validation step, which provides an additional layer of assurance that 

the figures and reasoning it produces are correct. This validation process will help identify errors or 

inconsistencies early, ensuring the reliability and accuracy of the model’s outputs before they are used for 

decision-making or further analysis. In the advanced use case detailed in the next section, we describe the ‘LLM-

as-a-judge’ methodology, which can be used as an aid in validation. 

  



MILLIMAN REPORT 

An application of generative AI in the insurance industry 16 

Analysis of movements in best estimate liability case study December 2025 

Example of an advanced use case 
In this section we give details of how a similar generative AI model to that used for the research project was 

developed for a more advanced use case – in this example to create PowerPoint slides to explain complex 

analysis and results. While this is a different use case, the principles underlying the development of the 

generative AI model are similar to the model used for our research project. The aim of the model is also similar in 

that it is a model used to create a first draft of a narrative explaining results, thus empowering and enabling focus 

on other valuable work. 

We detail a pipeline integrating multimodal data ingestion, retrieval-augmented generation (RAG) and 

autonomous agentic workflows. This system processes complex data and documents (PDFs, spreadsheets), 

reasons over the extracted data, executes analytical tasks via tool-calling as necessary, and leverages actuarial 

reasoning to generate comprehensive reports. We also discuss the validation aspects, for which a key innovation 

is the use of an LLM-as-a-judge for robust, weakly supervised validation, ensuring the reliability of AI-generated 

insights for critical actuarial applications such as balance sheet analysis. 

SOLUTION ARCHITECTURE 

The architecture of this automation solution is based on effective interaction between several components: input 

data, a PowerPoint template, a core Python code and an agent-based framework for content generation. To 

further enhance usability, a dedicated user interface has been developed, allowing users to quickly and 

intuitively upload their files and configure their presentation settings, thus ensuring a smooth and efficient 

onboarding experience. 

First, the user provides the necessary data inputs to generate the presentation. For companies with good data 

storage systems this might come from APIs; otherwise these inputs can be in various formats, such as Excel or 

CSV files, actuarial model numerical inputs/outputs, PDFs, Word documents and more. This flexibility enables 

the solution to adapt to a range of use cases by leveraging all relevant sources of information. In addition, the 

user supplies a PowerPoint template, which defines the structure of the presentation and the instructions to be 

filled in for each slide. The Python code then iterates through each slide in the template, identifying instructions 

within different areas of the presentation. 

Each instruction is sent to an agent-based framework, where an orchestrator agent analyses the request and 

directs it to the appropriate specialised agent. The selected agent receives the necessary context, reformulated 

requests and relevant data, and generates a response. This response is then inserted in the relevant place in the 

PowerPoint template. 

This modular and agent-based architecture allows for: 

 Managing complex and varied tasks efficiently, leveraging the expertise of each agent 

 Adapting content generation according to input data and business context 

 Ensuring high flexibility and scalability, thanks to the separation of roles and the centralised orchestration  

of requests 

In the following sections, we provide more detail about the solution features. We start by describing the 

PowerPoint template management, then explain how the data is structured and how the agentic workflows 

operate. We conclude with the validation aspects. 

TEMPLATE 

In the context of automating the PowerPoint presentation creation using Python, the concept of a template is 

essential. A template refers to a generic PowerPoint presentation, structured into different slides, each containing 

specific areas (or ‘boxes’) designated for particular instructions. This template serves as the foundation for the 

automation tool, which relies on this structure to dynamically generate and populate the slides. 
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Using a template provides essential flexibility. Instead of hard-coding the structure of each presentation, 

users can simply modify the template to adjust the organisation of slides, add or remove sections, or even 

rearrange the order of slides as needed, all without changing the underlying code. For example, if you want to 

add a slide dedicated to the analysis of movements in Technical Provisions, you just need to insert a new slide 

into the template, such as the one shown below, with different boxes for each element you want to include on 

the final slide. 

 

During execution, the solution goes through the template slide by slide, analysing each graph and text within 

the slide. For each element, it retrieves the associated instructions and sends it to the multi -agent workflow, 

which generates the relevant content. This content is then automatically inserted into the presentation at the 

designated location. 

This architecture enables maximum adaptability, ensuring great flexibility and easy maintenance. The template 

serves as the cornerstone of automation: it separates the business logic (delivered by the agents) from the 

structure of the final document (the presentation), providing a robust, scalable and user-friendly solution. 

DATA STRUCTURING 

As mentioned previously, well-structured actuarial data is crucial for effective agent and LLM analysis, as output 

quality relies on the data's accuracy. Ideally a proper data storage system should be in place so the data simply 

needs to be extracted from this system. In the absence of this, it is important to prepare and structure the data. 

Data structuring steps  

The initial phase of data structuring entails organising data in a manner that facilitates expert analysis and 

reasoning. As in the research project, a structured database in JSON format was created. This format is 

particularly suitable, as it is easily understood by an LLM and allows information to be presented clearly and in a 

hierarchical manner. However, this database may contain numerous figures and results related to various stages 

of the analysis and different calculations performed. To simplify the LLM’s task and obtain concise, relevant 

commentary, a specific agentic workflow may be necessary to extract significant figures in the data, retaining only 

the key figures. This process of data reduction and synthesis enables the LLM to receive a streamlined and 

targeted version of the database, along with the specific query (eg, ‘Comment on the major observed changes’). 

The model can then focus on the most important information and generate a precise, well-structured, context-

appropriate response. 
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Dealing with unstructured data 

Unstructured actuarial documents (eg, in the form of PDFs) may include critical information such as financial 

data, balance-sheet information, model changes description or even actuarial formulas that could be leveraged 

for further analysis.  

To robustly convert this visual information into machine-readable text, we can leverage a Vision Transformer (ViT)-

based model, which translates document images into structured markup language (eg, Markdown). The core 

process can represent a function 𝒩 that maps a document page image 𝒟 to a structured text representation ℳ: 

ℳ =  𝒩 (𝒟) 

Unlike traditional optical character recognition (OCR), which outputs a flat text string, more advanced ViT 

preserves critical structural elements such as tables, lists and mathematical formulas. For instance, a table of 

cashflows within a PDF is not just extracted as text but is converted into a machine-readable Markdown table. 

This structured output markdown ℳ is then chunked into semantically coherent units 𝑐𝑖, forming the foundation 

for the subsequent retrieval system. 

To ground the AI's responses in proprietary actuarial data, we implement a RAG framework. This controls 

hallucinations and ensures insights are derived directly from source information. Firstly, each data chunk 𝑐𝑖  from 

the pipeline is passed through a pre-trained sentence-transformer model to generate a high-dimensional vector 

embedding 𝑣𝑖 = 𝐸𝑚𝑏𝑒𝑑(𝑐𝑖). These vectors are stored in a specialised vector database, creating a searchable 

knowledge index. When a user poses a query 𝑄, it is also embedded into a vector 𝑣𝑞 = 𝐸𝑚𝑏𝑒𝑑(𝑄). The system 

performs a similarity search (eg, cosine similarity) to find the top-k most relevant data chunks from the vector 

database. The relevance score is calculated as: 

𝑠𝑖𝑚𝑖𝑙𝑎𝑟𝑖𝑡𝑦(𝑣𝑞 , 𝑣𝑖) =
⟨𝑣𝑞; 𝑣𝑖⟩

‖𝑣𝑞‖‖𝑣𝑖‖
 

A context block made up of the retrieved chunks is placed before the original query. This augmented prompt is 

then fed to a LLM to generate a factually grounded answer. 

MULTI-AGENTIC WORKFLOW FOR AUTOMATED ADVANCED ANALYTICS 

To perform complex, multi-step actuarial tasks with high degree of accuracy and auditability, we can use a 

sophisticated multi-agent system. This approach moves beyond a single monolithic agent and instead uses a 

team of specialised AI agents, each with a distinct role, coordinated by an orchestrator. This separation of 

concerns creates a more robust, scalable and transparent workflow. 

The system is composed of four primary components: 

 Orchestrator agent: the ‘project manager.’ This agent receives the high-level request in natural language 

from the actuary, breaks it down into a logical sequence of sub-tasks, and delegates each task to the 

appropriate specialist agent. It maintains the state of the entire workflow and ensures tasks are executed in 

the correct order. 

 RAG agent: the ‘research assistant.’ Its sole purpose is to retrieve information. When tasked by the 

Orchestrator, this agent queries the vector database to find specific data, such as tables of cashflow 

projections, the latest interest rate curves or methodological notes describing model changes. 

 Executor agent: the ‘quantitative analyst.’ This agent acts as an intelligent tool-caller. It does not write 

complex calculation logic from scratch. Instead, it leverages a library of pre-validated functions coded by 

actuarial experts (eg, run_cashflow_model, apply_stress_scenario) or actuarial tools (such 

as the cashflow model itself, or other automated components linked to input preparation or output 

extraction). The so-called Model Context Protocol plays a key role in allowing the Executor to access such a 

tool ecosystem. Its task is to receive the analytical goal and data from the Orchestrator, intelligently select 

the correct tool for the job, populate it with the right parameters, and execute the function call in a secure 

environment. This approach significantly enhances the reporting process, since additional necessary 

information can be generated via tool-calling for the purpose of the analysis. 
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 Reporting agent: the ‘communicator.’ This agent's role is to synthesise the final output. It takes the raw 

numerical results from the Executor agent and crafts a coherent, structured narrative. Crucially, its output is 

guided by an expert-provided few-shot prompt, ensuring the reasoning, tone and format align with 

professional actuarial standards. 

Illustrated example 

The following is an example of a typical analysis: ‘Analyse the impact of interest rates on the portfolio at Q3.’ 

 Initiation: The instruction is submitted to the Orchestrator. 

 Decomposition & delegation: The Orchestrator breaks the task down: 

− Task 1: ‘Find the Q3 liability cashflow projections and the baseline risk-free interest rate curve.’ In this 

case, the task is delegated to RAG agent. 

− Task 2: ‘Apply a +100 bps shock to the baseline curve, re-run the cashflow model with the updated 

parameters, and compare the results to the previous exercise.’ In this case the task is delegated to 

Executor agent. 

− Task 3: "Summarise the findings in a structured statement." This task is delegated to Reporting agent. 

 Execution: 

− The RAG agent retrieves the necessary tables and documents from the database and returns them to 

the Orchestrator. 

− The Orchestrator forwards this data along with calculation instructions to the Executor agent. The agent 

identifies the correct tools or functions that can be used to update the parameters and then calls the 

main cashflow model function with the new data. 

# Agent first calls a tool to create the shocked curve 

shocked_curve = apply_interest_rate_shock( 

    curve=data_from_rag['baseline_curve'],  

    shock_bps=100 

) 

# Agent then calls the cash-flow model 

results = run_cashflow_model( 

    parameters=data_from_rag['cash_flows'], 

    discount_curve=shocked_curve 

) 

# The function returns a structured object, e.g.: 

# {'original_tp': 150.2M, 'shocked_tp': 146.1M, 'impact': -4.1M} 

 The Orchestrator sends the numerical results to the Reporting agent with an expert-crafted few-shot 

prompt to guide the output. 

 The Reporting agent uses the results and an expert-provided prompt to generate a structured narrative, 

ensuring the output matches the required actuarial reasoning format. 

 The full transaction log, including the specific functions and parameters called by the Executor agent, is 

passed to the LLM-as-a-Judge for a final, comprehensive audit to ensure process integrity and accuracy. 

This latter validation step is further detailed below. 
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AUDIT AND VALIDATION 

As part of automating the drafting of actuarial reports using LLMs, expert validation by actuaries remains a crucial 

step. While LLMs can generate coherent narratives tailored to the actuarial context, it is essential that these 

outputs are reviewed by domain specialists. Actuaries ensure that the generated narratives accurately reflect the 

analyses performed. Their validation helps maintain the quality of the reports and mitigates risks associated with 

potential errors or biases in the automated model.  

The expert-based validation can be supplemented by a so-called LLM-as-a-Judge methodology, which is guided 

by a detailed prompt that instructs it to evaluate the outputs produced against several specific criteria. It 

effectively answers the following questions: 

 Prompt adherence: Does the final report and the overall workflow directly address the instructions provided 

in the template? Was every component of the original request fulfilled? 

 Data provenance: Was the data retrieved by the RAG Agent appropriate and relevant for the task? For 

example, if the prompt specified "Q3 data," does the Data Retrieval Log confirm that Q3 documents were 

used? 

 Code logic verification: Does the Python code in the “code execution log” logically implement the 

requested analysis? For instance, does the code correctly apply a +0.01 shift for a "+100 bps shock"? This is 

a semantic check of the code's intent. 

 Numerical consistency: Do the figures mentioned in the final report perfectly match the raw numerical 

results from the code execution? This is a critical cross-check to ensure no numbers were hallucinated, 

rounded incorrectly, or transcribed erroneously by the Reporting Agent. 

 Reasoning plausibility: Is the final actuarial reasoning presented in the report a logical and plausible 

conclusion given the data and the calculated impact?  

The LLM-as-a-judge methodology assigns confidence scores to the various analyses and data information of the 

generated report. These scores serve as an additional layer of validation, helping to highlight specific sections 

where the model’s confidence is comparatively lower. This targeted insight enables actuaries to efficiently 

prioritise their review, focusing first on areas that may require closer scrutiny or further verification. By directing 

expert attention to the sections with the lowest confidence scores, the process supports a more efficient and 

thorough validation of the report’s integrity and accuracy. 

This LLM-as-a-judge methodology could be added to the model used for the research project and would address 

the lack of validation there, providing an additional layer of assurance that the figures and reasoning produced by 

the model are correct. 

Conclusion  
Overall, we have shown that it is possible for a generative AI model to help produce a draft summary narrative to 

explain the analysis of movements in BEL. The model does not fully automate this process but prepares a first 

draft, thus empowering and enabling focus on other valuable work. 

Initial development of the model required a significant amount of time and effort. The first version of the model 

was developed by an AI expert and was then handed over to an actuary to refine the model and ensure it 

produced suitable output for the results being analysed. Once the skeleton of the model was put in place by the 

AI expert it was relatively straight-forward for an actuary to take over and fully implement the model without 

significant knowledge of AI coding needed.  

Once the model was setup it was quick and easy to run for different time periods, proving that it could increase 

the speed and efficiency with which regular reports/narratives of results can be produced.  
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Data collection and preparation was a significant part of the project. As has been recognised widely in the 

insurance industry, good data storage and data structuring are needed for efficient AI development. For 

companies who have good data systems in place, use of APIs could be an efficient solution for extracting the 

data required by the generative AI model. Conversely, organisations lacking such systems may need to invest 

time and effort in data preparation during the initial phase of the project. Fortunately, this data preparation is 

typically a one-time process, and subsequent iterations generally do not require significant additional setup. 

The model developed was quite prescriptive and not very flexible. This worked with the test case we were using, 

as the format of the AoC does not generally change significantly from period to period. The prescriptive nature of 

the model ensures that the output is accurate and leaves very little room for the model to hallucinate and give 

inaccurate results.  

We found the output of the model to be of high quality – as well as being largely accurate, the descriptive 

sentences were generally well-written and easy to understand. The output generally required very little manual 

adjustment, and the summary output matched the structure and key content of the output produced for the AFR.  

However, it was necessary for the results to be reviewed in detail by an actuary to ensure the model had not 

missed something. A high level of oversight would continue to be needed each time the model is used. So, while 

the model is very useful for creating a first draft, it still needs an actuary with sufficient knowledge of the business 

to review and finalise. 

For this project we used a relatively simple test case, but similar concepts can be expanded for more advanced 

use cases, as detailed in the final section of this paper. The generative AI model is more useful in cases using 

much larger datasets, which are more difficult for humans to analyse. 

To read more of Milliman’s insights on generative AI, please visit 

https://www.milliman.com/en/Insurance/Augmentation-and-AI. 
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Appendix A – Summary output for year-end 2022 and 2024 

SUMMARY OUTPUT YEAR-END 2022 

The various items listed below can be explained as follows. Any impacts mentioned below relate to 

the impact on the Gross negative BEL: 

• Item A represents the opening PVFP, amounting to €217.9m as of 31 December 2021.   

• Item B is the roll forward of the previous year-end PVFP asset combined with the unwinding of the 

discount rate. The unwinding has no material impact, while rolling forward the liabilities to year-

end 2022 reduces the gross PVFP by €46.1m, primarily reflecting a €68.3m decrease in the present 

value of fund charges, with €36.6m attributable to the ABC product line.   

• Item C shows the impact of actual experience versus expected and the effect of updating asset 

prices. Reflecting actual experience gives a €33.8m increase in the PVFP, mainly due to full 

surrenders being €227.9m lower and partial surrenders €29.5m lower than anticipated, offset by death 

claims being €5.9m higher than expected. Updating the asset prices at year-end 2022 reduces the PVFP 

by €19.7m, producing an overall increase of €14m.   

• Item D shows the impact of changes in assumptions. In order of absolute size, the changes are: 

+€96.4m from updated fund charge assumptions; +€6.9m from full and partial lapse rate assumptions; 

and a reduction of €4.4m from the net effect of economic assumptions.   

• Item E reflects the PVFP asset arising from new business sold during the year. New business, with 

a total unit reserve of €422.8m, generates an additional gross PVFP of €30.2m, predominantly driven 

by the ABC product line, resulting in a total gross PVFP of €262m as at 31 December 2023. 

SUMMARY OUTPUT YEAR-END 2024 

The various items listed below can be explained as follows. Any impacts mentioned below relate to 

the impact on the Gross negative BEL:   

• Item A represents the opening present value of future profits (PVFP), amounting to €220.8m as of 

31 December 2023.   

• Item B reflects the movement from the unwinding of the discount rate on the existing business 

(which has no material impact) alongside the roll forward of liabilities into 2024 under prior 

assumptions, reducing the gross PVFP by €38.4m, of which €30.8m relates to the ABC product.   

• Item C shows the impact of actual experience being different from that expected and the update of 

asset prices. Had experience emerged exactly as assumed at 31 December 2023, this item would be 

zero. Actual behavior increased the PVFP by €16.6m, largely due to lower full surrenders (€56.1m 

below expectations), higher partial surrenders (€41.3m above expectations), and higher death claims 

(€8.4m above expectations). Updating asset prices to reflect year-end 2024 market conditions 

resulted in a further increase of €17m, giving an overall increase of €33.6m.   

• Item D shows the impact of assumption changes, ranked by absolute size of change: a reduction of 

€34.7m due to revised fund charge assumptions for ABC (the largest impact), a reduction of €10.5m 

from updating full and partial lapse rates, a reduction of €3.1m from revised non-economic expense 

assumptions, and no material change arising from updated economic assumptions (including yield curve 

and tax).   

• Item E reflects the PVFP arising from new business sold during 2024, increasing future profits by 

€17.5m (again mainly featuring ABC), which leads to a total PVFP of €185m as at 31 December 2024. 
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