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The trend in per capita medical costs in the United States is a
structurally complex and non-tradeable economic variable.
Actuarial benchmarks—such as those reflected in the Milliman
Health Trend Guidelines™—are constructed from claims data
which shows heterogeneous drivers such as utilisation
intensity, reimbursement levels and drug prices, and are
typically reported monthly.

A substantial portion of additional forward-looking information
regarding these cost drivers also emerges in qualitative form:
regulatory draft proposals, clinical trial outcomes, policy
commentary, reimbursement negotiations and industry
guidance. Historically, the interpretation of such information
has relied on domain experts who translate dispersed signals
into implicit judgments about future cost trends. However, this
expert processing is difficult to scale, systematise or replicate
within a quantitative framework.

In this paper, we propose a methodology for formalising that
interpretive layer. Specifically, we constructed a Healthcare
Sentiment Index (HSI) that leverages Large Language Models
(LLMs) to encode expert-informed taxonomies of healthcare cost
drivers and systematically map unstructured textual data—a
news feed—into a directional, time-indexed signal. The primary
contribution is methodological rather than predictive. The HSI
represents an automated translation of domain expertise into a
structured quantitative index, enabling qualitative information to
be incorporated into formal empirical analysis and potentially into
systematic asset allocation programs.

Literature review and
methodological background

Transforming unstructured text into measurable risk indicators
is a recent practice in financial literature, particularly within the
field of geopolitical risk (GPR). Caldara & lacoviello (2022)
pioneered this approach with their GPR Index, constructing a
quantitative measure of adverse events directly from news
feeds.! Their methodology relies on a dictionary-based

1. Caldara, D., & lacoviello, M. (2022). Measuring Geopolitical Risk. The
American Economic Review, 112(4), 1194—1225. Retrieved June 15, 2026, from
https://doi.org/10.1257/aer.20191823.

2. Rosenberg, A., Stagnol, L., & Sekine, T. (2024). Geopolitical risk will grow:
here is how we track it. Amundi Investment Institute. Retrieved June 15, 2026,
from https://research-center.amundi.com/article/geopolitical-risk-will-grow-here-
how-we-track-it.
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approach, using automated text searches to count the share of
articles in leading newspapers that contain specific keywords
(e.g., war, threat, military buildup). Similarly, Amundi’s
Geopolitical Sentiment Tracker (GST) builds upon this logic to
track bilateral relations and local political stability.?2 The GST
leverages the GDELT database® to measure the volume of
political words and sentiment, identifying risk spikes associated
with events such as the Ukraine war or US—China tensions.
Although these keyword-counting methodologies provide
valuable high-level signals for broad geopolitical trends, they
often lack the semantic nuance and precision required to
interpret the complex, multi-dimensional drivers of the trends in
per capita medical costs necessary to predict the impact on an
investment index. For example, a simple keyword frequency
search may fail to distinguish between "regulatory approval" of
a new prescription drug or medical device, which would be
revenue positive for the company and could either inflate or
deflate healthcare costs depending on the context.
Alternatively, a "regulatory rejection" would likely have the
opposite impact of an approval. A new high-cost drug would
increase the cost of care, whereas a new cheap generic
alternative to an existing drug could reduce costs.

First contribution: Leveraging expert
annotation at scale

The primary contribution of this white paper is a novel
methodology that goes beyond traditional keyword counting by
leveraging LLM semantic understanding combined with
efficient expert annotation. Our approach is designed to
maximise input from expert financial and health analysts whilst
requiring a minimum amount of their time.

Instead of relying on generic sentiment scoring—simple
algorithms that classify text as positive or negative based solely
on standard word lists (such as Loughran & McDonald, 20114)
without capturing specific context—we employ a "Synthetic
Expert Annotator" framework. This approach leverages an LLM
to annotate textual data using an expert-formulated prompt. To

3. The GDELT Project. (n.d.). Accessed June 15, 2026, at
https://www.gdeltproject.org/.

4. Loughran, T., & McDonald, B. (2016). Textual analysis in accounting and
finance: A survey. Journal of Accounting Research, 54(4),1187—-1230. Retrieved
June 15, 2026, from https://doi.org/10.1111/1475-679X.12123.
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guarantee that LLM-generated annotations are consistent with
those produced by human annotators, we implement a rigorous
statistical validation process known as the Alternative
Annotator Test (Alt-Test), which compares an LLM’s
performance against human expert consensus on a curated,
expert-annotated dataset.? Once the LLM is statistically
validated (achieving a "Winning Rate" w > 50%) against
human experts, it is authorised to generate labels at scale to
create a sufficiently large training dataset. This methodology
ensures high-quality training data through:

= Expert-guided prompt design: Carefully designing
prompts that leverage the semantic understanding of LLMs
to mimic the decision-making process of domain experts

= Active learning and “Golden Seeds”: Using Golden
Seeds—high-quality, human-verified examples—to identify
and label semantic neighbours, ensuring the training
corpus is balanced and representative of diverse topics
ranging from clinical trials to legal disputes

This training data is then used to fine-tune a Small Language
Model (SLM). This step ensures the consistency, replicability
and cost-efficiency required for a financial index, whilst
avoiding the variability often associated with off-the-shelf
generative models for such classification tasks.

Second contribution: Robust
construction of a sentiment index

Our second contribution is to transform noisy, article-level
sentiment labels produced by the fine-tuned SLM into a stable
time-series signal suitable for tracking the overarching market
sentiment in healthcare cost trends. We first aggregate labels
by month, then address sparsity-driven volatility through a
dynamic Bayesian smoothing step that shrinks low-volume
months toward a neutral prior mean with a data-dependent
(dynamic) inertia calibrated on recent publication regimes.
Finally, we apply robust rolling standardisation to normalise the
signal across time and structural breaks, ensuring
comparability, numerical stability, and interpretable deviations
from historical baselines.

5. Calderon, N., Reichart, R., & Dror, R. (2025, July). The alternative annotator
test for LLM-as-a-judge: How to statistically justify replacing human annotators
with LLMs. In Proceedings of the 63rd Annual Meeting of the Association for
Computational Linguistics (Volume 1: Long Papers) (pp. 16051-16081).
Retrieved June 15, 2026, from https://aclanthology.org/2025.acl-long.782.pdf.
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Third contribution: Automated
interpretation of the sentiment
index variations

The third key contribution of this methodology is a specialised
retrieval-augmented generation (RAG) Time-Series
Explainer designed to interpret why the sentiment index moves
over a given time window (chosen by the user). The pipeline
first detects the direction of the shift (upward or downward) and
then performs a dynamic retrieval step to filter candidate
articles that are consistent with the detected trend. It combines
a broad vector search stage with a cross-encoder reranking
model that evaluates each document against a metadata-
enriched, hypothesis-like query (date, sector and guiding
principles). Finally, a heuristic ranking balancing sentiment
intensity and explanatory power selects the most informative
drivers, which are synthesised into a concise causal narrative
of the key events underlying the observed variation.

Data ecosystem and segmentation

This research is built upon a comprehensive dataset spanning
from 2004 to 2025, comprising approximately 1,000,000 news
articles. Unlike generic financial feeds, this ingestion strategy
employs a strict taxonomy that categorises sources into four
buckets to capture specific medical cost drivers: Specialised
Healthcare, Government & Regulatory (including the FDA),
Mainstream & Global Media and Financial & Academics.

Through the rigorous cleaning, semantic vectorisation and
expert-validated classification of this data, we demonstrate how
qualitative noise can be transformed into a robust, leading
trend-tracking signal.

The remainder of this paper details the natural language
processing (NLP) methodology, including the statistical
validation of synthetic annotators and model fine-tuning;
describes the construction of the sentiment index, focusing on
dynamic Bayesian smoothing and robust normalisation
techniques; and introduces a novel RAG framework for
interpreting the sentiment index time-series variation.
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2. NLP methodology

To transform this massive unstructured news corpus into a
structured signal, we employed a multi-stage NLP pipeline that
prioritises domain expertise over generic sentiment scoring.
This process used Active Learning to create high-quality
training data without the prohibitive cost of manual annotation.

Topic modelling and dataset creation: We initiated the
methodology by vectorising the cleaned text chunks for efficient
semantic retrieval. We employed BERTopic, using the
HDBSCAN algorithm to cluster these vectors into semantic
topics based on density. This approach automatically identified
diverse subjects ranging from "clinical trials" to "policy
changes" and treated outlier articles as noise to preserve
coherence. To ensure the training set was representative, we
applied maximal marginal relevance (MMR) to select keywords
and documents that maximise diversity whilst preventing over-
representation of redundant topics.

Expert prompt development: An LLM then acted as a
"synthetic expert annotator” to label the training data. To guide
the LLM in annotating news articles, we developed prompts
tailored to specific sectors in collaboration with financial and
health experts. The targeted sectors were pharmaceuticals,
facilities (e.g., hospitals, clinics), professional services (e.g.,
health insurers, healthcare provider systems) and medical
device makers. This segmentation provided a detailed
perspective on how news impacts different players in the
healthcare industry, ultimately leading to a deeper
understanding of trends in medical costs. The prompts directed
the LLM to label news items using a scale of +2, +1, 0, -1 or
-2, defined as follows:

= +2 (highly positive): Significant advancements such as
major breakthroughs, patent victories or substantial
increases in volume.

= 41 (positive): Moderate positive impacts
= 0 (neutral): No material impact
= -1 (negative): Moderate negative impacts

= -2 (highly negative): Events such as clinical failures,
regulatory rejections or reimbursement reductions

Additionally, the prompts clarified why the labels (e.g., highly
positive, positive, neutral) for each sector were given and
included general guidelines. Selected excerpts from these
prompts are provided below:

= Pharmaceuticals: “Does the news impact the company's
earnings, R&D pipeline, sales exclusivity or market access
for its products?”

= Facilities: “How does this news impact the facility's patient
volume, revenue per procedure or operational costs?”

= Professional services: “Is the news likely to impact the
stock price of these entities by indicating a gain or loss in
revenue, profits or reputation?”
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= Device makers: “Does the news impact the company's
earnings, regulatory standing, product safety profile or
commercial market access?”

Statistical validation of synthetic annotators (the Alt-Test):
Before deploying the LLM at scale, we statistically validated its
reliability against human experts using the Alt-Test introduced
by Calderon et al. (2025). To this end, we selected 59 articles
representative of the various topics identified in the topic
modelling step and asked three human experts to annotate
these using -2, -1, 0, +1 and +2 from the point of view of each
of the four sectors (pharmaceuticals, facilities, professional
services and device makers). The LLM was prompted to do the
same. We then compared the LLM's agreement with a human
consensus against that of a "held-out" human annotator. We
calculated the probability advantage (p) and conducted
hypothesis testing to determine if the LLM had a statistically
significant advantage. The validation metric is the winning rate
(w), defined as the proportion of human annotators that the
LLM statistically outperformed or matched.

If w > 50% = LLM authorised for replacement

We obtained a winning rate of 66.67% (meaning that the LLM
is as good as two of the three experts) for all four sectors.
Thus, we deemed the LLM good enough to label news articles
in place of human experts.

Balanced corpus creation via seed—neighbour selection:
Following successful validation, we constructed a balanced
training corpus of 10,000 articles. Crucially, this step leveraged
the human-labelled examples from the Alt-Test as Golden
Seeds. The balanced corpus methodology relies on three main
steps:

= Seed selection: We took the high-quality, human-verified
examples from the Alt-Test dataset, ensuring we had
seeds for each target sentiment class (e.g., Clinical Trial
+2, Legal -1).

= Neighbour retrieval: Using the semantic vector space
created in the Topic Modelling phase, we identified the
nearest neighbours for each Golden Seed.

= Class balancing: We iteratively selected neighbours for
underrepresented classes (e.g., Regulatory Rejection)
whilst capping overrepresented ones (e.g., Earnings
Reports). In cases where real-world examples remained
insufficient, we employed LLM-based synthetic data
generation to achieve the necessary volume for a
balanced dataset.

This process propagated the high-quality signal from the

human experts into a larger, balanced dataset of 10,000

articles (2,000 for each label), which the validated LLM with

expert prompt guidance then annotated at scale.

Model fine-tuning: Although the LLM provided high-quality
labels, smaller model alternatives may have presented several
advantages in terms of cost (the inference cost is lower
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because it can be run on cheaper infrastructure without token
costs), speed (an SLM is faster because of the smaller number
of parameters) and consistency (LLM outputs can be
somewhat random). Therefore, the labelled 10,000-article
dataset was used to fine-tune an SLM (e.g., a BERT-type
architecture). We first evaluated the SLM'’s fine-tuning using
only real data, knowing that the dataset was not sufficiently
balanced (+2 and -2 labels were underrepresented). This
served as a benchmark for evaluating our preferred approach,
which was based on data augmentation: We equivalently
represented labels (e.g., +2, +1) that were underrepresented
by generating rephrased news articles using the
underrepresented labels.. To confirm our approach, we also
tested a naive fine-tuning based on synthetic (and balanced)
data only. The key takeaway was that using only synthetic data
led to lower accuracy compared to fine-tuning with strategies
involving real news articles.

3. Sentiment index construction

The fine-tuned SLM classifies every article d at time t into a
sentiment label [ € {—2,—1,0,1,2}. However, aggregating these
raw labels into a cohesive time-series signal presented distinct
challenges regarding data sparsity and non-stationarity. To
address this, we employed a multi-stage aggregation framework
culminating in a dynamic Bayesian smoothing approach.

Raw aggregation: The process begins with calculating the raw
aggregation R; , for a given sector j at time ¢. It is defined as
the arithmetic mean of sentiment labels:

where V; (respectively A;) represents the volume of articles
published in month t (respectively the set of all articles
published at time t) and [, ; is the label for article k given by
the SLM for sector j.

Dynamic Bayesian smoothing (S;;): A naive reliance on R; ;
introduces “sparsity noise.” In months with low publication
volume (e.g., V; = 0), the raw mean is extremely volatile, where
the variance scales as 62 « 1/V. A single negative article could
theoretically swing the index to -2, creating a false “crisis”
signal compared to a high-volume month with a mean of -0.1.
To mitigate this, we applied dynamic Bayesian smoothing. We
estimated the raw value R;, toward a neutral prior (P = 0), with
the degree of shrinkage determined by a confidence parameter
C;+ (dynamic inertia).
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Dynamic inertia (C;;): Instead of a static threshold, confidence
is defined relative to the recent history of the source's volume
to adapt to regime changes (e.g., the structural shift in news
volume between 2016 and 2024 in our dataset). We calculated
the rolling median volume ¥, over a 24-month window (W =
24). The dynamic inertia is given by:

C, = max{K,B V, }.

Here, K = 10 represents a minimum static threshold for periods
with consistently low data, and g = 0.1 is the inertia factor,
implying that we require approximately 10% of the rolling
median volume to fully trust new data.

BAYESIAN UPDATE

The final smoothed sentiment score S, is calculated as:

5. = Vi R + C; Prior
S A

where Prior = P = 0 (Neutral). This framework ensures that in
high-volume periods where V, > C,, the model trusts the data.

Conversely, in low-volume periods, the score is pulled toward

the neutral prior, filtering out the noise.

ROBUST ROLLING STANDARDISATION (Z; ;)

Finally, to create the investable signal, we normalised the
smoothed sentiment against a rolling historical window. This
step addresses non-stationarity and structural breaks. We
introduced a "volatility floor" (¢ = 0.05) to prevent
mathematical instability (division-by-zero errors) during
extended periods of sector silence. The investable signal is
obtained as:

7. = Sj,t —HUje
],t - ad]
¢
where u;, is the rolling mean over a window W of 24 months,
and the adjusted rolling standard deviation is defined as oj‘fj =

max(aj_t, s).

FIGURE 1: SUMMARY OF METHODOLOGICAL CHOICES

COMPONENT CHOICE JUSTIFICATION

Prevents small sample outliers
Aggregation Bayesian mean (e.g., N=1) from creating

extreme values

Adapts to regime changes in
Inertia Dynamic C; news volume over the 20-year

history

Adapts to structural breaks,
ensuring recent data is judged
against relevant context

e Rolling windows
Normalisation (24m)
Prevents instability during

Regularisation neutral periods

Volatility Floor
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The volatility-adjusted signal highlights significant deviations
corresponding to major regulatory shifts, distinct from standard
market price volatility.

FIGURE 2: SENTIMENT INDEX FOR PHARMACEUTICALS
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FIGURE 3: SENTIMENT INDEX FOR FACILITIES
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4. Time-Series Explainer (RAG
framework)

A critical limitation of traditional "black box" quantitative
models is the lack of interpretability. To address this, the
proposed framework includes a Time-Series Explainer, a
specialised RAG pipeline designed to interpret why the
sentiment index moved.

Trend detection and dynamic retrieval: When a user
investigates a specific date range [Tg;art) Tenal, the system first
determines the trend direction A:

= Positive trend: If Z; > Z;, _, the system filters for
positive articles (I ; € {1,2})

* Negative trend: If Z; < Z, ., the system filters for
negative articles (I ; € {—2,—1})

Cross-encoder reranking: To identify the specific articles
driving the trend, we employ a two-stage retrieval process.
First, a vector search retrieves a broad set of candidate articles
(Doandidates)- Second, a cross-encoder model (Mg) scores the
relevance of each candidate against a dynamic prompt query
(qaynamic)- Unlike static search queries, this prompt is a
template filled with metadata to test a causal hypothesis:

Qaynamic(d) = Template(A, Datey, Context)

Example: "What key events on {date} would cause a major {A}
shift in the {sector} specifically related to {guiding principles}?"

Heuristic ranking: The final selection of "driver" documents
(Drina1) uses a heuristic that combines sentiment intensity with
explanatory power. For a negative trend, articles are sorted
primarily by severity (ascending: -2, then -1, ...) and
secondarily by the cross-encoder relevance score (s¢g):

Rankg = Sortgg.(lg) = Sortys.(scg)

This rigorous ranking ensures that the system highlights the
most severe and relevant news events, such as a major
regulatory rejection or a spike in drug pricing, rather than just
the most frequent noise.

To demonstrate the efficacy of the Time-Series Explainer, we
present two automated narrative outputs generated during the
backtesting of the Pharmaceutical Sentiment Index. These
examples illustrate the system's ability to synthesise disparate
news events into a coherent causal narrative.
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POSITIVE TREND EXPLAINER FOR PHARMACEUTICALS

Automated explanation: From December 8, 2017 to May 26,
2018, the Pharmaceuticals Sentiment Index experienced a
significant and sustained upward move—from 3.47 to 21.24—
reflecting a marked increase in positive sector sentiment well
above its long-term average. This outsized, one-standard-
deviation-plus gain was driven primarily by a series of impactful
news events centred on accelerated R&D pipeline
advancement, strengthening sales exclusivity and improving
market access across the industry.

A principal catalyst was the sharp acceleration of R&D pipeline
progress, evidenced by several high-profile corporate and
regulatory milestones. Multiple companies (including
companies A, B and C8) reported strong late-stage trial
readouts, asset acquisitions and robust development activity
across immunology, oncology and orphan disease segments.
Notably, company D'’s strategic separation announcement and
deep pipeline update signalled a sharpened focus and capital
allocation toward late-stage innovation, reinforcing long-term
growth expectations. Similarly, company E and F posted record
financial results concurrent with substantial pipeline
advancement, whilst sector-wide optimism was lifted by reports
forecasting a record number of new blockbuster drug launches
set for 2018, expanding both therapeutic breadth and future
sales opportunities.

Sales exclusivity and market access also saw meaningful
improvement during this period. Companies G, H, | and other
companies highlighted improvements in patent portfolios,
extended product exclusivity and significant new designations
such as the FDA’s QIDP status, which provides regulatory
incentives and longer market protection. Key settlements (e.g.,
company D patent litigation resolution, which extended its
exclusivity to 2031) further bolstered the sector’s outlook for
enduring revenue streams. Broadly, advancing regulatory
approvals, targeted deals for global commercial rights and
demonstrated strength in US and international sales
underpinned confidence in near- and medium-term market
access, reinforcing the perception of a robust and durable
operating environment.

In sum, the combination of accelerating R&D execution, critical
regulatory and legal wins supporting exclusivity, and evidence
of strong commercial expansion drove the Pharmaceuticals
Sentiment Index sharply upward. The magnitude and breadth
of these developments explain the sector’s strongly positive
shift in sentiment during the period as investors anticipated
material increases in both pipeline productivity and the
sustainability of future revenue.

6. The names of the companies and the drugs have been replaced with letters for
confidentiality reasons.
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NEGATIVE TREND EXPLAINER FOR HEALTHCARE
FACILITIES

Automated explanation: Between March 6 and August 1,
2023, the Pharmaceuticals Sentiment Index experienced a
pronounced negative shift, falling from roughly -=1.3 to —19.4—
a move approaching two standard deviations below the long-
term average. This decline reflects sentiment that became
increasingly pessimistic relative to historical norms, driven by a
confluence of adverse developments across the sector’s three
critical value areas: the R&D pipeline, sales exclusivity and
market access.

The most influential drivers of this trend were widespread
pipeline reprioritisations and terminations by leading
pharmaceutical companies, substantial commercial
disappointments amid generic competition and notable safety
or efficacy setbacks in key clinical programs. Major players,
including companies J, K, L, M and N, undertook sweeping
cuts to their R&D portfolios—often terminating later-stage
assets—citing cost containment, “strategic refocusing,” and
operational hurdles. These actions reduced the sector’s
potential for future innovation and revenue generation, directly
eroding sentiment associated with the R&D pipeline.
Simultaneously, company O reported significant revenue
losses for cornerstone drugs, including drug A and B, primarily
due to surging competition from generics and increased patient
assistance utilisation, which compelled the company to lower
full-year guidance, thus further dampening expectations around
sales exclusivity.

Additional negative sentiment arose from other setbacks:
company P halted development of drug C for gastrointestinal
stromal tumour (GIST) after dose-limiting toxicities, whilst
company Q’s schizophrenia candidate failed two Phase Il
trials. Companies R, S, T and other companies also paused or
stopped programs due to safety issues or commercial viability
concerns. On the market access front, regulatory delays (e.g.,
drug D) and contentious short-seller attacks (company U)
introduced further uncertainty. The aggregate effect was a
notable contraction in the sector’s innovative pipeline and its
ability to sustain differentiated market positions, with adverse
developments amplifying investor scepticism around near- and
mid-term growth prospects. This synchronised deterioration
across R&D, exclusivity and access explains the sharp and
sustained downward movement in the sentiment index during
the period.
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Conclusion and future considerations

The integration of a news feed into an HSI offers a significant
advancement over traditional expert analyst opinions. By
combining a 21-year historical archive with validated SLM
classification and a novel RAG-based explainer, this
methodology provides a transparent, quantifiable measure of
the leading indicators of trends in medical costs. For insurance
companies and asset managers, this approach transforms
qualitative noise into a rigorous signal, enabling dynamic
adjustment of exposure in anticipation of cost shifts rather than
in reaction to them. Future research will focus on expanding
this framework to other sectors where regulatory and
operational news precedes financial reporting.
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