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Introduction 
Artificial intelligence (AI) systems are fundamentally transforming industries and are becoming increasingly 

integral to decision-making processes in fields ranging from healthcare and finance to transportation and security. 

They are used for multiple tasks and are not without risks. As such, it is important to ensure these systems 

function correctly and comply with relevant regulations. AI system assessment is the systematic process of 

confirming that an AI system performs as intended and is reliable, fair, and meets all regulatory requirements. 

This white paper explores the key steps and considerations involved in AI system assessments. 

We look at this topic from the perspective of the insurance industry in the Netherlands and Belgium, where sector 

regulations are leading the industry in governing the use of valuation and risk models. Procedures similar to 

existing model validation processes can be applied to the development and use of AI systems. 

In this paper, assessments are not limited to the statistical or technical assessment of a model in isolation. We 

use the term AI system assessment to refer to the assessment of the full system, including the model, data, 

prompts or retrieval components (where relevant), implementation, governance, user interaction, monitoring, and 

controls. This broader scope is necessary because many AI-related risks arise not only from model design but 

also from deployment context and operational use. 

Most requirements are qualitative in nature, and where possible, these are translated into quantitative thresholds. 

For instance, requirements around accuracy, completeness, appropriateness, and fairness can be quantified to a 

certain degree. Some requirements, like meeting ethical standards and transparency, are less easy to quantify, 

and their assessment requires expert judgment. 

Our approach to assess whether an AI system is fit for use consists of two main components: 

 Compliance: Determining compliance with regulations and guidelines, as well as common market practice 

 Functioning: Assessing the correct functioning of an AI system during its life cycle: design, development, 

implementation, usage, and evaluation 

In this paper, we provide insight into our assessment approach and how it can be applied to meet requirements 

from financial supervisors and management, as well as compliance with International Organization for 

Standardization (ISO) and International Electrotechnical Commission (IEC) standards related to AI. 

We start with describing the risks associated with AI systems and the applicable regulations, driven by region and 

industry. Next, risk categorization and classification of AI systems are discussed. The various types of AI systems 

are also categorized in this paper, which is an important driver of our AI system assessment approach. After the 

categorization of AI systems, our assessment approach process is discussed. The final three sections contain 

more detail on the assessment criteria, assessment policy, and assessment process. 
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Risks associated with AI systems 
Due to the diversity of AI systems and the different use cases, there are differences in both types of risk and 

magnitude of risks. 

The most important risks that are associated with AI systems are: 

 Legal risks: Noncompliant use of AI systems or violation of regulations can result in penalties from 

supervisory authorities, and companies may face lawsuits due to erroneous advice or misinterpretations by 

AI-driven tools. 

 Reputational risks: AI systems found to produce biased or discriminatory outcomes can erode public trust 

in the company, and poorly functioning models may damage the reputation of both the company itself and 

the broader industry. 

 Strategic risks: Strategic decisions may be based on incomplete or inaccurate information produced by AI 

systems. Forward-looking projections are particularly vulnerable to so-called hallucinations (AI-generated 

false or misleading outputs). 

 Financial risks: Pricing, provision calculations, risk mitigation actions, and capital allocations may be based 

on incorrect information from AI systems. 

 Operational risks: The complexity of AI systems can make it difficult to understand how decisions are made, and 

the lack of explainability and transparency can hinder effective oversight and management. 

 Technological risks: Data confidentiality issues may lead to identification leakage or insufficient security of 

AI logic, which can result in economic and intellectual property losses. 

 Environmental risks: The development and deployment of AI systems have environmental impacts, such as 

increased electricity demand, water consumption, and use of materials for data centers. 

 Model risks: AI systems are increasingly used for decision-making, and errors in design, implementation, or 

use can lead to incorrect decisions. 

A comprehensive meta-review by the Massachusetts Institute of Technology led to the creation of an AI risk 

repository.1 The repository contains more than 1,600 identified risks related to AI, extracted from 65 taxonomies. 

Most risks are classified by the causal factors AI-driven and postdeployment, meaning that risks are 

predominantly associated with AI failure after deployment of the system. Results of this meta-review give a clear 

structure and direction of where risk mitigating actions like assessment are more important. 

These results also highlight the importance of robust assessment, governance, and ongoing monitoring of AI 

systems. Proper assessment helps mitigate these risks and ensures responsible, compliant, and effective use of AI. 

Compliance with AI regulation, frameworks, and guidance 
On a global level, AI regulation is fragmented and in different stages of development. The European AI Act 

2024/1689 (EU AI Act) is known to be one of the most comprehensive AI regulations. It applies to providers and 

deployers of AI systems in the EU and those providing AI to the EU market. Other AI-related frameworks, 

guidance, and sector-specific regulatory initiatives have also emerged in the United States, including the 

voluntary National Institute of Standards and Technology (NIST) AI risk-management framework, insurance-

sector guidance from the National Association of Insurance Commissioners (NAIC), and several state-level AI 

laws. The United Kingdom has also issued relevant guidance and policy papers, including the Financial Conduct 

Authority (FCA) and Prudential Regulation Authority (PRA) joint discussion paper on AI and machine learning 

(ML) risks in financial services, as well as the UK government’s AI regulation white paper. Besides the 

aforementioned regulations, frameworks, and guidance, many other jurisdictions have issued or are developing 

AI-related policy papers, supervisory guidance, or voluntary frameworks, and some countries have adopted 

binding AI regulations. 

 

 

1. Slattery, P., et al. (May 8, 2026). The AI risk repository: A comprehensive meta-review, database, and taxonomy of risks from artificial 

intelligence. Patterns, 7(5). Retrieved July 20, 2026, from https://doi.org/10.1016/j.patter.2026.101517. 
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For the purpose of our assessment framework, we drew on the requirements, supervisory expectations, and 

general principles set out in the EU AI Act; the opinion on AI governance and risk management from the 

European Insurance and Occupational Pensions Authority (EIOPA); the general principles for the use of AI in the 

financial sector from the Dutch regulator (DNB); NIST’s AI risk-management framework (NIST AI RMF); and 

NAIC’s Principles on AI. We also included information from other sources for background information. These 

regulations, frameworks, and guidance have considerable overlap, and we looked for the consistency between 

them while constructing our set of requirements. 

The key themes across these regulations, frameworks, and guidance are robustness and accuracy; transparency 

and explainability; fairness and nondiscrimination; data governance; model risk management; accountability; and 

consumer protection. 

The requirements in the EU AI Act are the foundation of our approach, supplemented with guidance from the 

above-mentioned regulatory frameworks and guidelines. For regulated financial institutions, the EU AI Act does 

not necessarily require a fully separate compliance framework. The EU AI Act recognizes that EU financial 

services law already contains internal governance and risk-management requirements, and certain obligations 

may be embedded into existing governance, documentation, logging, and monitoring processes under the 

relevant financial services framework. 

Risk categorization in the EU AI Act 
A key element of the EU AI Act is the risk categorization of AI systems. The EU AI Act recognizes four main risk 

levels, which determine the applicable regulatory requirements. 

1. Unacceptable risk: These AI systems are banned from being placed in use or being used in the EU. 

2. High risk: These are the AI systems that have significant risks to health, safety, or fundamental rights. The 

types and applications of these models are presented in Annex III of the EU AI Act. For financial institutions, 

this category is particularly relevant to AI systems used to evaluate the creditworthiness of natural persons or 

establish their credit scores, and, in the insurance sector, to AI systems used for risk assessment and pricing 

in life and health insurance. 

3. Limited risk: These are the AI systems which do not bear unacceptable or high risk but still pose risks 

related to transparency. These are typically AI systems that interact directly with humans, generate or 

manipulate content, or influence human decisions in a non-high-risk way. 

4. Minimal or no risk: This is the largest group of AI systems and includes, for instance, systems used in 

games and spam filters. For this category, self-regulation is encouraged. 

The EU AI Act primarily addresses high-risk systems but also includes transparency requirements for limited-risk 

systems. EIOPA’s opinion targets this lower risk segment and is structured in line with the EU AI Act. The NIST 

AI RMF is a guidance framework for managing risks across the AI life cycle and is aimed at promoting trustworthy 

and responsible AI. It outlines key trustworthiness characteristics, including validity, safety, security, 

accountability, transparency, explainability, privacy, and fairness, which aligns with the DNB’s SAFEST 

characteristics.2 Similarly, the NAIC adopted the following five main principles for insurance companies regarding 

the use of AI systems: fair and ethical; accountable; compliant; transparent; and secure, safe and robust. 

 

 

2. The DNB structured a set of six requirements for the use of AI systems, which spell SAFEST: soundness, accountability, fairness, ethical, 

skills, and transparent. 
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Risk classification of AI systems 
Risk classification is an essential part of AI risk governance and determines the required testing and appropriate 

thresholds in the assessment performed before deployment of the AI system. 

Risk classification should be done at the start of a project. It should confirm whether a project should be 

considered an AI system or not; include checks against any prohibited AI systems; determine the applicable EU 

AI Act category based on the system’s intended purpose, the relevant use case, and the organization’s role 

under the EU AI Act; and assess the probability of occurrence (likelihood) and potential impact (severity). The 

outcome of the risk classification informs the internal risk rating. 

For the determination of likelihood, multiple elements should be taken into account: 

FIGURE 1: DETERMINATION OF LIKELIHOOD ELEMENTS 

LIKELIHOOD FACTOR EXAMPLES (NONEXHAUSTIVE) 

Data quality  Bias and scarcity 

 Drift of data and poor fit to real world situations 

 Relevance of features 

Complexity  Complexity, robustness, and transparency of the AI system 

 Number of tasks of the AI system 

 Risk of model drift 

Human oversight and  

autonomous adaption 

 AI literacy of users 

 Feedback process and model governance in place 

 Autonomous retraining or recalibration 

For the determination of severity, multiple elements should similarly be taken into account: 

FIGURE 2: DETERMINATION OF SEVERITY ELEMENTS 

SEVERITY FACTOR EXAMPLES (NONEXHAUSTIVE) 

Scale and reach  Number and type of users 

 Concentration of users 

 User impact (vulnerability and diversity) 

Legal and financial  Regulatory classification 

 Type of transactions (e.g., legally binding or amounts) 

 Investor and shareholder exposure 

Criticality  Impact on key business processes 

 Reversibility of actions by the AI system 

 Existence and effectiveness of fallback mechanisms 

Other  Dependency on dominant third party 

 Media attention 

 Environmental impact 

 Risk of breaching ethical and moral standards of the organization or society 

As an example, if an AI system is only used to structure internal accounting or financial data without any personal 

data and the information is used only internally by skilled people, the risks will be low, and the number of 

assessment criteria may be lower—provided that the applicable EU AI Act categorization has been assessed 

separately based on the system’s intended purpose and relevant legal criteria. Aspects like fairness and ethics will 

not apply for AI systems not categorized as high risk. 
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AI system categorization 
As discussed in the previous section, the assessment approach should be proportionate to the risk profile of the AI 

system. The risk classification determines the required level of scrutiny, the strictness of applicable requirements or 

assessment criteria, and the intensity of monitoring and reassessment. In addition to this risk-based perspective, a 

further categorization is needed to determine the technical assessment methods that are appropriate. 

AI systems differ substantially in terms of the data they process, the type of model or technique used, and the 

function they are intended to perform. These differences are directly relevant for assessment because they influence 

the applicable tests, performance metrics, controls, and evidence expectations. 

A single classification of an AI system is generally insufficient for assessment purposes. For example, classifying 

a system as supervised learning provides information about the learning paradigm but does not indicate whether 

the system processes structured or unstructured data, whether it generates content or predicts outcomes, or 

whether it is used for internal support or customer-facing interactions. Similarly, describing a system as 

generative AI does not by itself explain whether the system is used for drafting, retrieval of internal knowledge, 

customer communication, or autonomous task execution. Each of these applications gives rise to different 

assessment needs. 

For that reason, after the risk classification has been established, AI systems should be further categorized along 

at least two dimensions: data classification and model classification. 

The first technical dimension concerns the nature of the data processed by the AI system. The type and quality of data 

strongly influence both the risks of the system and the application of assessment methods. 

Relevant data categories include: 

 structured or tabular data 

 text 

 image 

 audio 

 video 

 multimodal data 

This distinction matters because different data types require different assessment approaches. For structured 

data, important aspects include completeness, consistency, representativeness, missing values, feature stability, 

and bias in the training data. For unstructured data, such as text, image, or audio, additional issues arise, 

including annotation quality, preprocessing assumptions, ambiguity of labels, semantic variation, and the 

transformation of unstructured inputs into structured representations. 

The second technical dimension concerns the type of model or AI technique used and the primary function the 

system is intended to perform. These two aspects should be considered together because the same underlying 

technique may be used for different tasks and because similar tasks may be implemented using very different 

technical approaches. 

RELEVANT MODEL FUNCTIONS INCLUDE: RELEVANT TECHNICAL APPROACHES INCLUDE: 

 classification 

 regression or forecasting 

 ranking or recommendation 

 clustering or segmentation 

 anomaly detection 

 content generation 

 information extraction or transformation 

 decision support 

 autonomous or agentic action 

 rule-based or deterministic systems 

 traditional machine learning 

 deep learning 

 foundation models or large language models 

 retrieval-augmented generation 

 reinforcement learning 

 continuously learning or self-updating systems 
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This classification is important because the model type determines the relevant performance measures, 

methodological tests, and typical failure modes. A classification model may be assessed using accuracy, 

precision, recall, calibration, and subgroup performance. A forecasting model may require backtesting, stability 

analysis, and scenario testing. A recommendation model may require testing for ranking quality, feedback loops, 

and fairness. A generative AI system may require assessment of factuality, consistency, harmful output, prompt 

sensitivity, and faithfulness to source material. Agentic systems require additional assessment of action 

boundaries, tool use, escalation logic, and fail-safe mechanisms. 

Model classification should also consider whether the system is static after deployment or adaptive over time. Some 

systems are fixed after training and only updated through formal model changes. Others are periodically retrained, 

continuously updated, or influenced by changing prompts, retrieval sources, or user interactions. Adaptive systems 

are more exposed to drift, behavioral change, and unintended degradation, and these systems therefore require 

stronger monitoring and stricter change management. 

AI system assessment approach 
Our proposed approach to AI system assessments consists of nine steps that align with the entire life cycle of  

an AI system. 

FIGURE 3: PROPOSED AI SYSTEM ASSESSMENT APPROACH 

 
 

The steps shown in Figure 3 cover five main areas: 

1. Business objectives 

2. Data: Quality and relevance 

3. Model: AI model design and development 

4. Use: Deployment and use of the AI system 

5. Periodic reassessment 

Step i begins with the definition of business objectives, ensuring that the model’s intended purpose is clearly 

articulated and measurable. 
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Next, in Step ii, the data quality and relevance are assessed, thereby verifying that the input data on which the 

model is trained is accurate, representative, and suitable for the modeling task. Step iii involves feature selection 

and engineering, where the chosen features are evaluated for their potential contribution to model performance 

and their alignment with domain knowledge. In Step iv, we assess to what extent the final variable selection 

correlates with the target variable and how this is reflected in the training, test, and assessment sets. 

For nonpredictive systems, such as generative or agentic AI, Steps iii and iv are adapted to focus less on target-

oriented feature selection and more on the specification and evaluation of relevant inputs, context, constraints, 

and expected system behaviors. 

Step v focuses on model design and selection, ensuring that the chosen algorithms and architectures are 

appropriate for the problem and capable of delivering reliable results. In Step vi, model performance is assessed, 

including against the chosen benchmark (baseline), using metrics appropriate to the system type, such as 

precision, recall, and F1 score for classification tasks or BERT Score for text-generation tasks. 

Step vii involves the assessment of deployment and monitoring, where the model is integrated into production 

environments and continuously monitored for performance drift, data changes, and operational issues. This 

includes the assessment of adequate security measures. In Step viii, an assessment is performed of whether the 

use of the model is in line with the design requirements and if the users are adequately trained and understand 

its strengths and limitations. 

Finally, Step ix assesses the potential retraining of the model and whether and how findings during the use of the 

model lead to model improvements. 

In addition to these nine steps, governance and documentation are assessed as well, which ensures that all 

design and use activities are thoroughly documented and traceable. 

This structured approach provides a robust framework for assessing AI systems to ensure they are accurate, 

reliable, interpretable, and aligned with organizational goals throughout their life cycle. 

Assessment criteria for data, model, and use 
For the assessment of the data, model, and use aspects of an AI system, regulatory requirements and guidance 

are often qualitative and principle-based and should therefore be translated into thresholds and measurable 

criteria to the extent possible. Examples of these qualitative criteria are: 

FIGURE 4: QUALITATIVE CRITERIA FOR ASSESSMENT OF DATA, MODEL, AND USE 

DATA MODEL USE 

Complete Robust Reproducible 

Accurate Accurate Explainable 

Appropriate/representative Appropriate Traceable 

Up to date Secure Transparent 

Free of bias/fair Predictable Reliable 

Correct sampling  Autonomous Performance 

Traceability of data Acceptable drift  

Consistency TEVV3 sets Retraining triggers  

The tests related to data are predominantly statistical tests, which are also applied for data not used for AI 

systems. For unstructured or synthetic data, additional tests may be needed to assess the adequacy of the 

transition to structured representations, including through extraction, parsing, labeling, or embedding-based 

processing, potentially supported by other ML models or large language models (LLMs). 

Furthermore, the tests and thresholds need to be tailored to the type of model use, as discussed in more detail in 

the AI system categorization section above. 

 

3. The acronym TEVV stands for test, evaluation, verification, and validation. 
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AI system assessment policy 
A robust AI system assessment policy is essential for ensuring the integrity, reliability, and fairness of AI systems 

throughout their life cycle. A comprehensive assessment should include several key elements, as outlined below. 

CLEAR DEFINITION OF ASSESSMENT OBJECTIVES AND SCOPE 

To arrive at a clear definition and scope for an assessment policy, organizations should begin by identifying the 

specific objectives and risks associated with their AI systems, considering both regulatory requirements and 

business needs. Engaging relevant stakeholders—including model developers, users, compliance officers, and 

risk managers—helps ensure that all perspectives are considered. The scope should explicitly state which 

models, processes, and stages of the model life cycle are covered by the policy, as well as any exclusions. 

Documenting these elements in precise, unambiguous language ensures that everyone involved understands the 

boundaries and intent of the assessment activities. Regular review and updates to the definition and scope are 

recommended to reflect evolving technologies, regulations, and organizational priorities. 

ASSIGNMENT OF ROLES AND RESPONSIBILITIES FOR ASSESSMENT ACTIVITIES 

AI system assessments are typically performed by an assessor (a second line of defense representative), who is 

independent from the development process and has adequate knowledge to assess AI systems. One possible 

governance design could include assigning responsibility to the risk department for implementation and 

management of the AI assessment policy on behalf of the audit and risk committee (ARC). Management receives 

all the necessary substantive information regarding the assessment outcomes, including a summary of available 

documentation, assessment testing performed, recommendations, and the assessment report. The ARC receives 

at least an annual progress report and summary of the assessments performed. 

It can be useful for the assessor to be supported in their work by other employees (internal or external) as long as 

they meet the same criteria. If it is not possible to provide the required assurance for an AI system, this should be 

indicated in the assessment report. 

ESTABLISHMENT OF STANDARDIZED PROCEDURES 

The policy should also require thorough documentation of assessment results and decisions, mandate 

independent review by qualified personnel, and ensure regular reporting to relevant stakeholders. Additionally, it 

should outline processes for ongoing monitoring of models postdeployment to detect and address emerging risks 

or biases (e.g., by model updates or changes in data) and provide guidelines for remediation actions when 

assessment issues are identified. By implementing these components, organizations can systematically manage 

risks, uphold ethical standards, and foster trust in their AI systems. 

Part of the standardized procedures are the definitions of the types of qualitative and quantitative criteria, types of 

tests, and applicable thresholds. 

Given the rapid AI technology development, a more frequent assessment or reassessment is recommended for 

high-risk EU AI Act applications (every one to two years), compared to other low-risk classifications (every three 

to five years). In addition, reassessment is recommended after material changes to the AI system (e.g., change in 

use or scope or technical changes). For self-learning models, it is essential that the automated training process is 

validated. Major and minor AI system changes need to be defined (e.g., changes to the underlying LLM, prompt, 

or training data) to document when changes may lead to formal reassessment. 

 



MILLIMAN WHITE PAPER 

How to assess whether an AI system is functioning correctly, 9 

from the perspective of Benelux insurers July 2026 

Assessment process overview 
At the start of the assessment process, the set of assessment criteria is determined based on the risk 

classification, model functions, and the nature of the data processed by the AI system. The AI system owner 

should perform a preliminary self-assessment for the risk classification and suggested set of testing and 

corresponding thresholds. The assessor then reviews the self-assessment and confirms the applicable set of 

criteria. For each criterion, the assessor checks whether it is met fully, partially, or not met. The full set of criteria 

is then scored, and based on the outcome of the weighted aggregation of the scores, the assessor provides their 

opinion and recommendations. The outcomes can be fit for use, conditional fit for use (generally with 

recommendations that need to be resolved within a predefined timescale), or not fit for use. The assessment 

outcome and corresponding motivation are shared and discussed with the AI system owner. 

The AI system assessment policy may give direction for the process and execution of the assessment, but 

nonetheless, some aspects of the assessment will remain challenging: 

 Scoring thresholds for each assessment criterion: When should a criterion be fully met, partially met, or 

not met? Different scoring levels may apply to each criterion. Some criteria are expressed in qualitative 

terms and therefore need, where feasible, to be translated into measurable thresholds or indicators. 

 Weighted aggregation of scores per assessment criteria: Not all criteria should carry the same weight. A 

minor and readily remediable gap in the documentation or in governance will generally carry less weight than 

a material deficiency affecting the completeness of the training data or the security of the AI system. 

 Required knowledge to challenge all elements of the AI system: Possessing the knowledge required to 

challenge both the methodological and technical elements of the AI system is difficult because of the 

diversity and potential complexity of AI systems. 
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Conclusion 
The assessment of AI systems is critical for ensuring that these systems are reliable, fair, and compliant with 

evolving regulatory standards, particularly within the financial sector. As AI technologies become increasingly 

embedded in decision-making, robust assessment frameworks—grounded in clear policies, well-defined roles, 

and standardized procedures—are essential for managing risks and maintaining public trust. By systematically 

addressing both compliance and functional requirements, organizations can demonstrate accountability, 

transparency, and ethical stewardship in their use of AI. Ongoing monitoring, regular reassessment, and 

continuous improvement are necessary to keep pace with technological advancements and regulatory changes. 

Ultimately, a comprehensive approach to AI system assessment not only safeguards organizational interests but 

also supports responsible innovation and the broader societal acceptance of AI-driven solutions. 
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